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Abstract— A critical step in treating or eradicating weed
infestations amongst vegetable crops is the ability to accu-
rately and reliably discriminate weeds from crops. In recent
times, high spatial resolution hyperspectral imaging data from
ground based platforms have shown particular promise in this
application. Using spectral vegetation signatures to discriminate
between crop and weed species has been demonstrated on
several occasions in the literature over the past 15 years. A
number of authors demonstrated successful per-pixel classifi-
cation with accuracies of over 80%. However, the vast majority
of the related literature uses supervised methods, where training
datasets have been manually compiled. In practice, static train-
ing data can be particularly susceptible to temporal variability
due to physiological or environmental change. A self-supervised
training method that leverages prior knowledge about seeding
patterns in vegetable fields has recently been introduced in the
context of RGB imaging, allowing the classifier to continually
update weed appearance models as conditions change. This
paper combines and extends these methods to provide a self-
supervised framework for hyperspectral crop/weed discrim-
ination with prior knowledge of seeding patterns using an
autonomous mobile ground vehicle. Experimental results in
corn crop rows demonstrate the system’s performance and
limitations.

I. INTRODUCTION

With an elevated awareness of environmental issues, food
security and sustainability, and an ever-present desire to
reduce costs and waste, and increase quality and productivity,
precision agriculture (PA) has emerged as an important tool
for managing variability in order to achieve these aims [1].
In this context, robotics, automation and image processing
are becoming indispensable to providing high resolution data
and facilitating timely and accurate response and treatment.

One particular focus of PA is site specific weed manage-
ment, for which one of the greatest challenges is the accurate
identification of plant species [2]. Various methods have been
proposed, using different sensors including monochrome,
colour, multispectral and hyperspectral cameras. Recently,
hyperspectral imaging (HSI), which captures data in hun-
dreds of narrow bands, has shown promising results when
performing per-pixel classification, which is of particular
advantage in situations where morphological features may
perform poorly due to occlusion or other detrimental effects
[3]. Furthermore, simpler, less computationally intensive
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methods may be employed, because unlike colour (RGB)
imaging, individual pixel spectra already provide sufficient
information for plant classification.

In PA a particular challenge for all methods is dealing with
variable conditions, such as morphological and illumination
changes, the consequence being that reference training data
can not be universally applied. As a result, if conditions
differ over days, months and seasons, and from location to
location, a large volume of training data is required to cover
the resulting variance. One way to deal with this issue is to
automatically update the classifier in a self-supervised man-
ner, allowing continuous adaptation to changing conditions.

Recent work has demonstrated a self-supervised frame-
work, which learns the characteristics of each class by rely-
ing on the fact that commercial crops are typically planted in
a strict linear and constant seeding pattern [4]. Thus training
data can be extracted by assuming that crop pixels are
concentrated near seed lines, while vegetation pixels between
rows are highly likely to correspond to weeds. This paper
applies these general principles to crop/weed discrimination
with hyperspectral data, to achieve the best of both worlds;
highly accurate per-pixel classification, without the need for
manual labelling, and adaptability to illumination, seasonal,
geographical and species variations.

II. BACKGROUND

The last decade has seen much research supporting the
feasibility of differentiating plant species using their spectra
only. There is now significant research indicating good
classification performance when using spectral imaging tech-
niques for discrimination of plant species [6, 7, 8, 3]. There
are many papers covering classification using data from
both multispectral and hyperspectral sensors. Multispectral
imaging provides relatively few broad spectral bands, which
can be specifically targeted to a particular application. HSI,
on the other hand, often involves several hundreds of very
narrow spectral bands.

In one of the earliest works, a multispectral imaging
system was used to classify weeds and sugar beet crop [9].
Classifiers including k-Nearest Neighbour (kNN), minimal
distance, and multi-layer neural network with non-linear
mapping (MLNLM) were compared and MLNLM produced
the highest success rates. Reflectances at 441, 446, 459, 883,
924 and 988 nm yielded MLNLM classification success rates
of 80.1% and 91.4% for crop and weed classes respectively.

Later, four species of weed among sugar beet crop were
discriminated with success rates from 74.7% to 97.3% for
weeds and 81.3% for crops [10]. The data was transformed
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Fig. 1. (a) The Ladybird robot used to autonomously gather the hyperspectral data [5]. (b) Rows of corn that are typical of the data in this paper. Each
hyperspectral scan line crosses two rows at a time.

using wavelet analysis, followed by stepwise selection of the
most significant features. Classification was achieved using
Linear Discriminant Analysis (LDA). LDA has also been
compared against a neural network (NN) based classifier
on similar data (sugar beet crop and four species of weed)
[11]. In addition, raw data (no transformation) and data
transformed by Principal Component Analysis (PCA) were
compared by feeding both into the two classifiers. While the
PCA-NN pipeline performed best in a two class discrim-
ination scenario (weed and crop), with success rates from
90.2% to 99.1% depending on the weed type, PCA-LDA was
similarly accurate with success rates from 89.3% to 97.0%.

Comparing NN to maximum likelihood classification
(MLC) with canola, pea and wheat crops, and two species
of weed, NN demonstrated best performance with overall
accuracies of 73.7% to 95.4% when trained and tested on
the same date [12]. Partial least squares discriminant analysis
(PLS-DA) has been implemented for classifying wheat crop
and weeds, achieving a total accuracy of 72% [13].

There is also a large body of literature supporting the use
of monochrome or RGB imaging for weed detection. High
classification rates can be obtained by extracting features
based on leaf shape, texture or vein patterns [3]. For exam-
ple, Gabor wavelet and Gradient Field Distribution (GFD)
techniques have been combined to detect weeds with an
overall accuracy of 94% [14]. In other research, Active Shape
Models (ASM), which are deformable templates that can
only change according to a statistical model learned from
the training data, have also been leveraged to successfully
discriminate weed from crop with accuracies from 65% to
over 90% depending on exact method and plant species
[15, 16].

Random Forest classifier has been implemented to esti-
mate crop/weed certainty at sparse pixel positions, which is
then smoothed using a Markov Random Field method [17].
Shape, contour, and statistical features were calculated for
image tiles extracted from a sparse grid. Fully connected
plant regions were interpolated to obtain the final classified

image. In testing, a high average classification accuracy of
93.8% was achieved.

One issue that many of the papers to date do not address
yet is coping with temporal and geographical variability of
plant characteristics. All methods mentioned so far require
a process of training. Therefore, final classification perfor-
mance is closely linked to how representative a training
dataset is of current conditions. Both spectral signatures
and morphological features change as plants grow. Also,
due to changing uncontrolled conditions present at com-
mercial farms, plant colour can be subject to considerable
variability over time and from location to location. [18]
found that changing conditions over multiple seasons can
cause unacceptable degradation of performance (up to 36%
total error rate). While it was determined that a global
calibration procedure improved performance, the authors
went further to design a multi-classifier system with three
canonical Bayesian classifiers optimized for three seasons
individually. A total discrimination accuracy of 95.8% was
demonstrated with the multi-classifier system. However, the
method requires historical data from several seasons.

More recently, morphological features extracted from
colour images have been utilised to perform self-supervised
weed detection in corn and soybean fields [4]. The authors
leverage the fact that in modern agriculture most crops are
sown in strict patterns by automated methods. By employing
the Hough transform, linear crop rows were automatically
detected. Pixels are labelled as outside or inside the row
using rules based on their distance from the row centres,
and probability distributions are calculated for each group via
the Parzen-Rosenblatt window method [19, 20]. By assuming
data points located outside rows are exclusively weeds, the
weed probability distribution in feature space is known. The
crop probability distribution was inferred by subtracting the
known weed distribution from the inside-row distribution,
which is a mixture of crop and weed. A high classification
rate was achieved on fields with varying levels of infestation,
using a combination of Naive Bayes and Gaussian Mixture
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Model (GMM) classification. The system would therefore be
able to adjust to conditions present at individual farms at a
given time (no historical datasets are required).

To the best knowledge of the authors, similar self-
supervised training techniques have not been employed for
ground based weed detection with hyperspectral data, which
can offer some useful advantages over colour or monochrome
imaging. Relying on morphological features can adversely
affect classification where plants occlude each other, are
damaged by insects or weather, or bent into unidentifiable
shapes [21, 22, 18]. Classification on HSI, which is done
for each individual pixel, is mostly invariant to these effects.
Additionally, for standard imaging methods, feature vectors
must first be generated, which can be computationally inten-
sive. Conversely, raw hyperspectral data already contains a
rich set of features (bands), which can require less complex
preprocessing.

The methodology in this paper draws upon previously
established concepts to automatically detect and pre-process
training data from hyperspectral images obtained with
a ground based robot [4]. The subsequent classification
pipeline itself is based on prior work in supervised hy-
perspectral crop/weed discrimination [11]. Therefore, the
main contribution of this work is a self-supervised training
data generation and weed detection system that is suitable
for hyperspectral data obtained from vegetable fields. To
demonstrate the system, it was tested on rows of corn.

III. MATERIALS AND METHODS

A. Overview

The objective of the system is to classify the pixels in
ground based hyperspectral imagery, as either belonging to
crop or weed. A line scan hyperspectral camera mounted to
the autonomous mobile ground vehicle Ladybird™[5] (see
Fig. 1), traversing corn crop fields was used to gather the
raw hyperspectral data. The resulting line scans (Nbands ×
Npixels) were stacked to create three dimensional data cubes
(Nbands×Npixels×Nlinescans). A software pipeline was im-
plemented to pre-process, extract training data, and classify
each pixel (see Fig. 2).

Training data was generated automatically using the row
detection and extraction method described in Section III-E.
A manually labelled training and testing data set was also
assembled as described in Section III-C.

The hyperspectral data preprocessing and classification
methodologies take cues from previous work in the literature
[11]. First, vegetation pixels are separated from background
pixels via Normalised Difference Vegetation Index (NDVI)
thresholding. Individual spectra means and minima are then
normalised to 1 and 0 respectively, prior to feature extraction
using PCA. Finally, classification is performed using an LDA
classifier. For the implementation, the open source machine
learning package scikit-learn [23] and image processing
package scikit-image [24] were used.

Classification using manual training data was performed
to form a benchmark basis against which to compare the
automatically collected training data set.
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Fig. 2. Summarised self-supervised processing pipeline for the weed
detection method presented in this paper. Non-vegetation pixels are first
removed using NDVI. Portions of the data are then manually labelled as
either weed or crop to be used as test data. Separately, the NDVI separated
data is processed to automatically extract the training dataset. Both the test
and training datasets are preprocessed, normalised and transformed with
PCA. Finally the classifer is trained with the automatically extracted data,
and prediction is subsequently performed on the test data.

B. Data Aquisition

All data used in this analysis were collected on 25th
November, 2014, from rows of corn crop (Zea mays everta)
at Mulyan Farms near Cowra, NSW, interspersed with weeds
of the following varieties:

• Caltrop (Tribulus terrestris),
• Curly dock (Rumex crispus) or red dock (rumex san-

guineus)
• Baryardgrass (Echinochloa crusgalli)
• Types of Ipomoea spp. and/or Polymeria spp.
A Resonon Pika II VNIR hyperspectral line scanning

camera was mounted to the Ladybird robot, pointing towards
the ground at about 52° from the horizontal (see Fig. 1).
The camera produces hyperspectral images of 648 spatial
by 244 spectral pixels (spectral resolution of 2nm from
390.9-887.4nm) at a frame rate of 133 fps and bit depth
of 12. A Schneider Cinegon 6mm objective lens was used
at an aperture setting of f/2.1, and manually focused with a
checkerboard at average height of the corn. The lens provides
a 43.5° field of view translating to a 2.8mm/pixel cross track
spatial resolution. The along track resolution is limited by the
robot’s velocity, which at 1.2m/s equates to 9.0mm/pixel.

Two crop rows were scanned at a time (i.e. each scan
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line crosses two crop rows). In addition, pairs of crop rows
were covered twice in one scan, in the outward and return
direction.

The sky was clear (no clouds moving in front of the sun),
individual scans were short (less than 10 min), and all scans
were made within two hours. Therefore illumination changes
within scans were almost non-existent, while there was little
variation from scan to scan.

An RGB camera and strobe combination mounted un-
derneath the robot and facing downwards simultaneously
gathered colour images. In addition, black cardboard was
used to highlight a number of crop and weed examples that
were separately photographed with a DSLR camera (see Fig.
7).

C. Manual Data Labelling

Both the outward and return traverses of two represen-
tative scans were sparsely labelled by hand (i.e. number
of labelled pixels � total number of pixels), yielding a
total of four labelled sets. The label locations were chosen
semi-randomly, while trying to avoid bias and background
pixels were removed using the NDVI thresholding method
described in Section III-D (see Fig. 3). The process yielded
thousands of vegetation pixels from tens of distinct crop and
weed plants.

Black cardboard backings with physical labels as shown
in Fig. 7 helped to identify a few of the plants, while
the majority of box selected regions were distinguished by
physical appearance in HSI false colour or the separate RGB
images. The extracted data was labelled as either crop or
weed and care was taken to ensure class assignment is correct
to avoid any cross-class contamination. Dataset details are
summarised in Table I.

TABLE I
HAND LABELLED DATASET DETAILS

No. of Sample Pixels
Name Details Crop Weed

DS1-1 HL 300m outward scan 65706 51255
DS1-2 HL 300m return scan 50457 30026
DS3-1 HL 80m outward scan 10175 10167
DS3-2 HL 80m return scan 11899 10755

D. Vegetation Separation

Background pixels, which include soil, dead vegetation
and other non-vegetation were masked out prior to clas-
sification of vegetation type. Vegetation spectra are very
distinct from non-vegetation, allowing simple discrimination
techniques to separate them. Vegetation indices with careful
waveband selection are particularly useful for this purpose.
While there are several indices that could be employed,
the NDVI is pervasive in the literature and has also pre-
viously produced good results in this particular application
[25]. Vegetation exhibits high absorption at red wavelengths,
while high reflectance is observed at near infrared (NIR)
wavelengths. The NDVI builds on this fact to calculate a
vegetation measure:

NDV I =
NIR−Red

NIR+Red
(1)

Red and NIR wavelengths were carefully chosen to ensure
good separation. Average Red-NIR values from wavelength
ranges 679-685nm and 740-744nm produced good results,
and is in line with the literature [26, 27]. To generate a
vegetation mask, a threshold was applied to the computed
NDVI index values, where values above the threshold were
considered to be vegetation.

Otsu’s method [28] was employed to dynamically compute
an optimum threshold that minimises intra-class variance.
Fig. 3 illustrates the background separation process.

It was found that near boundaries between classes (e.g.
the edge of a leaf against the background soil) spectral
mixing can occur, whereby the intensity profile (hyperspec-
tral colour) of a pixel is influenced by the spectra of both
classes. To minimise this effect, binary erosion was applied
to the vegetation mask. Two iterations with a square kernel
size of three were determined to offer good classification
performance without excessively reducing the vegetation
mask.

E. Automatic Training Dataset Generation

In order to collect crop and weed training data in a self-
supervised manner, row centres need to be detected. Fig. 4
shows the vegetation mask of a typical section of a corn
crop row. Rows are distinct and run in a consistent parallel
direction. In order to obtain good representations of crop row
centres, the Hough transform is used to extract two lines that
are sufficiently far apart.

The next step leverages the consistency with which corn
plants adhere to the detected row centre lines. To determine
crop and weed training pixels, the vegetation mask is first
broken up into distinct connected regions. Any of these
regions that do not touch either row line are assumed to
exclusively consist of weed pixels. Crop training data are
collected from a fixed region around the row centre, where
the probability of encountering crop pixels is highest. In this
work, crop training samples were extracted from one pixel
thick row centre lines. While these pixels are in reality likely
to be a mix of mostly crop and a few weed spectra, for the
purposes of training they were all assumed to be crop. The
extraction rules are slightly different to ones introduced in
[4], where left and right row borders were determined first
and any blob having at least one pixel within the borders
was considered to belong inside the row. The modified rules
were determined to be more reliable for the dataset tested in
this paper.

F. Spectral Preprocessing

In order to mitigate the effects of varying environmental
illumination intensity at different times of day and between
shade and direct sunlight, a simple normalisation method was
used [11]:

Ni =
Si − Smin

Smean − Smin
(2)
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(a) Cropped Sample Image (False Colour) (b) NDVI Image (c) Resulting Masked Image (False Colour)

Fig. 3. The above illustrates the vegetation separation process. The images are close-ups of stacked hyperspectral scan lines, which are vertical, with crop
rows running horizontally. The sample image (a) is converted to an NDVI intensity map (b). An image mask is generated using all NDVI values above a
threshold to generate the filtered image in (c). Note that false colour representations are generated with RGB values at wavelengths 600, 530 and 475nm
respectively.

Fig. 4. Binary vegetation mask (see Section III-D) with predicted row
centres (left) and cropped close up of detected training samples (right, see
Section III-E). Red regions represent weed sample pixels, whereas green
regions represent crop sample pixels. Blue regions are discarded vegetation
pixels.

where Si is the pixel value at band i, Smean and Smin are
the mean and minimum spectral intensity values respectively
per pixel, and Ni is the normalised pixel intensity.

Savitzky-Golay smoothing was applied to the spectra
[29]. A window length of 11 with polynomial order 2 was
determined to be appropriate. Also, excessive noise due to
lower quantum efficiency at the edges of the spectral range
was mitigated by cropping the first and last 20 bands from
all spectra.

After centring the data, PCA was used for feature ex-
traction and dimensionality reduction, which assumes that
information is maximised in the direction of greatest vari-
ance. PCA was performed on the training data, and then both
training and test data were transformed based on the resulting
reduced dimensions. The 20 most explanatory PCA dimen-
sions were retained. The transformed data was whitened,
as it positively affected the Support Vector Machine (SVM)
classifier, with no effect either way on the LDA classifier.

G. Classification Methods

Both LDA and SVM based classifiers were implemented
and compared using the scikit-learn package [23]. LDA
was chosen as it previously provided competitive results for
crop/weed discrimination [11] and fast processing, which is
applicable particularly in the context of robotics, including
real time applications such as targeted weed spraying [5].
SVM is a more sophisticated but well known classifier, which
has been employed with HSI in the past [30]. For this paper,

a Radial Basis Function (RBF) kernel was used with the
SVM classifier.

Prior to classification, both training and test sets were
balanced to prevent bias in the classifiers and metrics.

IV. RESULTS AND DISCUSSION

A. Supervised Classification

Supervised training and classification was initially per-
formed to optimise the classification pipeline parameters and
set a performance benchmark. Ten-fold cross validation was
applied to each of the four datasets independently. Each
whole dataset was also used for training and tested against
each of the other three datasets (e.g. not including itself),
yielding 12 training/testing dataset combinations. Results are
shown in Fig. 5, and also in Table II (table does not include
cross validation results for brevity).

These results confirm that good performance can be
achieved when discriminating plant species with hyperspec-
tral data. SVM achieved marginally better results than LDA.

B. Classification Using Automatically Collected Data

Automatic collection of training data was achieved using
the method described in Section III-E, applied to windows
of 1000 scan lines at a time. Datasets were auto-generated
on outward and return traverses of the same two scans used
for manual labelling (see Section III-C), again yielding four
datasets, which were individually tested against each of the
four hand labelled datasets, resulting in 16 training/testing
dataset combinations. Table III details the four datasets.

To evaluate the accuracy of the automatic dataset gen-
eration algorithm, it was compared to the hand labelled
datasets. To achieve this, matching pixels between corre-
sponding hand labelled and auto-generated dataset pairs (for
instance “DS1-1 HL” and “DS1-1 Auto”) were extracted and
their labels compared. The last two columns in Table III
summarise the results, where the “HL Overlap” column gives
the number of pixels shared by each auto-generated dataset
and its corresponding hand labelled dataset. These accuracy
numbers are very high, but it should be noted that this is
not an exact measure of extraction performance, because it
represents the intersection between two extraction methods,
which is less likely to include challenging regions due to the
human bias towards exemplars that are easier to define in the

5132



Dataset/Classification Method Combination

0.0

0.2

0.4

0.6

0.8

1.0

P
re

c
is

io
n

HL

X-VAL

LDA

HL

X-VAL

SVM

HL

LDA

HL

SVM

AUTO

LDA

AUTO

SVM

Dataset/Classification Method Combination

0.0

0.2

0.4

0.6

0.8

1.0

R
e
c
a
ll

HL

X-VAL

LDA

HL

X-VAL

SVM

HL

LDA

HL

SVM

AUTO

LDA

AUTO

SVM

Dataset/Classification Method Combination

0.0

0.2

0.4

0.6

0.8

1.0

F
1
 S

c
o
re

HL

X-VAL

LDA

HL

X-VAL

SVM

HL

LDA

HL

SVM

AUTO

LDA

AUTO

SVM

Fig. 5. Summarised results from both hand labelled and auto generated training sets. Green and red boxes represent results for crop and weed classes
respectively. Values are summarised in Table II (not including 10-fold cross validation). Short hand column labels are as follows: X-VAL - 10-fold cross
validation, HL - Hand labelled datasets, AUTO - Automatically generated datasets.

TABLE II
MANUAL AND AUTO TRAINED CLASSIFIER PERFORMANCE

Training Set Type1/ Classifier Min Median Mean Max

Precision
HL LDA Crop 0.82 0.92 0.90 0.96
HL LDA Weed 0.87 0.92 0.92 0.96
HL SVM Crop 0.84 0.92 0.92 0.98
HL SVM Weed 0.91 0.94 0.94 0.98
AUTO LDA Crop 0.74 0.84 0.84 0.92
AUTO LDA Weed 0.84 0.88 0.89 0.95
AUTO SVM Crop 0.68 0.83 0.84 0.94
AUTO SVM Weed 0.87 0.91 0.91 0.97

Recall
HL LDA Crop 0.88 0.92 0.92 0.96
HL LDA Weed 0.81 0.92 0.90 0.96
HL SVM Crop 0.92 0.95 0.95 0.98
HL SVM Weed 0.82 0.92 0.91 0.98
AUTO LDA Crop 0.83 0.89 0.89 0.96
AUTO LDA Weed 0.67 0.84 0.82 0.92
AUTO SVM Crop 0.86 0.92 0.92 0.98
AUTO SVM Weed 0.56 0.82 0.82 0.94

F1 Score
HL LDA Crop 0.86 0.91 0.91 0.96
HL LDA Weed 0.85 0.91 0.91 0.96
HL SVM Crop 0.88 0.93 0.93 0.98
HL SVM Weed 0.87 0.93 0.93 0.98
AUTO LDA Crop 0.82 0.85 0.86 0.93
AUTO LDA Weed 0.77 0.84 0.85 0.93
AUTO SVM Crop 0.79 0.89 0.88 0.94
AUTO SVM Weed 0.70 0.87 0.86 0.94

1 HL - Hand labelled datasets, AUTO - Auto-generated datasets.

manual labelling process. Nevertheless, it can be viewed as
an indication that the algorithm was functioning correctly.

Classification results are shown on Table II and sum-
marised in the “AUTO DS” columns in Fig. 5. SVM and
LDA performed similarly. While median and mean scores
were marginally higher for the SVM classifier, LDA exhib-
ited slightly more consistent results when trained with the
auto-generated datasets. In most cases F1 scores remained
above 0.75 for both classes. While it is evident that these per-
pixel scores do not match the level of performance obtained
with hand labelled training sets, this is to be expected, due
to the higher levels of contamination from the opposite class
in the training sets.

A large dip can be seen in the box plot for the self-

TABLE III
AUTO-GENERATED DATASET DETAILS

Compared to HL Data
Name No. of Pixels1 HL Overlap2 Ext. Accuracy3

DS1-1 Auto 32515 / 3153 3447 / 4045 98.52 / 100.00%
DS1-2 Auto 46096 / 3566 2875 / 2961 100.00 / 100.00%
DS3-1 Auto 8348 / 8110 641 / 2791 100.00 / 98.35%
DS3-2 Auto 9680 / 4983 732 / 4668 100.00 / 100.00%

1 Number of crop/weed pixels per dataset (after erosion).
2 Number of crop/weed pixels shared with the corresponding hand
labelled dataset. Note that these numbers were calculated without erosion
to maximise the overlap between between auto and hand labelled
datasets.
3 Crop/weed percentage of shared pixels that have been correctly iden-
tified with the automatic method.

supervised SVM weed recall results (and to a lesser extent
the corresponding crop precision scores). This was caused by
two of the 16 training/test set combinations (0.56 and 0.61
recall), and future work will seek to diagnose the reasons for
the poor performance from those particular training/test set
pairs. The other combinations performed better, as demon-
strated by a median and mean recall of 0.82.

The results appear to have a bias towards high recall/low
precision for crop pixels and the reverse for weed, partic-
ularly in cases of lower performance. This indicates a bias
in the classifiers towards labelling points as crop; in other
words, more weed pixels are falsely classified as crop than
crop pixels as weed. Dealing with this may depend on the
final application. For example, a lower chance of falsely
eradicating crop plants may be desirable in targeted herbicide
applications. In this case, LDA prior probabilities (which are
set to 0.5 for both classes in this paper) could be manually
adjusted to ensure high crop recall.

Fig. 6 outlines some typical classification results, com-
paring a hand labelled training dataset to an auto-generated
one (DS1-1 HL and DS1-1 Auto). It can be seen that the
majority of falsely labelled pixels occurred around the edges
of crop plants and as speckle within weeds. Both issues may
be overcome by incorporating a form of spatial smoothing or
segmentation. Examples 2 and 3 demonstrate the separation
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Fig. 6. Sample classification results showing false colour RGB images (first row), manually supervised classification (second row) and self-supervised
classification (third row). Green and red indicates crops and weeds respectively. Hand labelled and auto-generated training sets are DS1-1 HL and DS1-
1 Auto respectively. Black cardboard backings in some of the images explicitly label plants as crop or weed (as identifiable in corresponding DSLR
photographs, see Fig. 7).

(a) Example 1 - Weed (b) Example 3 - Crop (c) Example 5 - Weed (d) Example 6 - Weed (e) Example 7 - Crop

Fig. 7. DSLR photos of five of the seven examples shown in Fig. 6. Weed species are as follows: (a) curled or red dock, (c) caltrop and (d) Ipomoea sp.
or Polymeria sp.

between overlapping plants of different classes, a particular
strength of HSI based classification. Some of the examples
also demonstrate that due to the limited spatial resolution and
morphological erosion, very small plant pixels will not be
classified at all. This can be improved by decreasing the scan-
ning speed, or increasing the resolution by scanning closer to
the ground or using a higher resolution line scanning camera.

In general, both classification methods yielded relatively
high performance when performing self-supervised training,
in some cases rivalling scores from hand labelled datasets,
yet the automated method requires no human labelling effort
or intervention. Additionally, self-supervision is particularly
useful when conditions change, as the classifier can be
continually updated with new training data, and it is expected
that the performance in this case will remain constant. On the
other hand, a manually generated, static training set performs
well in matching conditions, but would degrade as these vary
considerably [18].

Finally, as an indication of speed, training and classifica-
tion was timed and averaged over ten iterations with DS1-1
Auto training and DS1-1 HL test sets. LDA training only

took 0.0079s on 6306 total pixels, while SVM took 0.3665s.
Testing on 102510 pixels was timed at 0.0036s and 4.2455s
with LDA and SVM respectively. This suggests that using a
simple classifier like LDA might be preferable in situations
where processing time is critical.

V. FUTURE CONSIDERATIONS
This paper demonstrates how crop/weed discrimination

can be achieved without labour intensive manual labelling,
with a framework that is well equipped to handle appear-
ance variability. Further testing is required to confirm and
demonstrate how robust the system is to changing conditions
compared to static training data.

For weed management, a complete system would use
classification results to perform corrective actions, such as
spraying or removal of identified weeds, which requires a
number of additional steps. Firstly, the hyperspectral data
and classification results should be geographically registered.
This will allow real world location of identified weeds and
subsequent treatment. Alternatively, if real time treatment
is desired, weed locations must be translated to treatment
locations relative to the robot in a fraction of a second as the
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vehicle passes. Spatial smoothing or segmentation will also
be necessary to reduce the speckled nature of the result, and
help convert per-pixel classification results to identification
of whole plants, as some treatment options will require centre
locations of plants.

VI. CONCLUSION

This paper presented a self-supervised method for discrim-
inating weeds in crop fields, without the need for manual
labelling. The technique, which is based on prior work using
RGB images [4], gathers training data automatically to form
a self-supervised classification framework that is resistant
to variation. This would allow the classifier to adapt to
changing class appearance without manually generating new
datasets. Good overall weed/crop discrimination performance
was achieved with all of the extracted datasets (mean F1
scores of 0.85 or better), approaching performance of hand
labelled training data (mean F1 scores of 0.91 or better), yet
not requiring any manual labelling. Future work will seek
to improve classification performance by investigating tech-
niques that refine the training data, as well as the use of more
sophisticated classification methods. The inclusion of spatial
information, real-time performance, and online loop closure
for weed control are all opportunities for future work. The
framework’s ability to deal with changing conditions should
also be confirmed in datasets that span greater variability.
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[15] M. Persson and B. Åstrand, “Classification of crops and weeds
extracted by active shape models,” Biosystems Engineering, vol. 100,
no. 4, pp. 484–497, 2008.

[16] H. T. Søgaard, “Weed classification by active shape models,” Biosys-
tems engineering, vol. 91, no. 3, pp. 271–281, 2005.

[17] S. Haug, A. Michaels, P. Biber, and J. Ostermann, “Plant classification
system for crop /weed discrimination without segmentation,” in 2014
IEEE Winter Conference on Applications of Computer Vision, WACV
2014. IEEE, 2014, pp. 1142–1149.

[18] Y. Zhang, D. C. Slaughter, and E. S. Staab, “Robust hyperspectral
vision-based classification for multi-season weed mapping,” ISPRS
Journal of Photogrammetry and Remote Sensing, vol. 69, pp. 65–73,
apr 2012.

[19] M. Rosenblatt and Others, “Remarks on some nonparametric estimates
of a density function,” The Annals of Mathematical Statistics, vol. 27,
no. 3, pp. 832–837, 1956.

[20] E. Parzen, “On estimation of a probability density function and mode,”
The annals of mathematical statistics, pp. 1065–1076, 1962.

[21] J. A. Dille, “Plant Morphology and the Critical Period of Weed
Control,” in Automation: The Future of Weed Control in Cropping
Systems. Springer, 2014, pp. 51–69.

[22] J. S. Cope, D. Corney, J. Y. Clark, P. Remagnino, and P. Wilkin, “Plant
species identification using digital morphometrics: A review,” Expert
Systems with Applications, vol. 39, no. 8, pp. 7562–7573, 2012.

[23] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion,
O. Grisel, M. Blondel, P. Prettenhofer, R. Weiss, V. Dubourg,
J. Vanderplas, A. Passos, D. Cournapeau, M. Brucher, M. Perrot,
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