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This paper present a mobile terrestrial scanning system for almond orchards, that is able to efficiently
map flower and fruit distributions and to estimate and predict yield for individual trees. A mobile robotic
ground vehicle scans the orchard while logging data from on-board lidar and camera sensors. An auto-
mated software pipeline processes the data offline, to produce a 3D map of the orchard and to automat-
ically detect each tree within that map, including correct associations for the same trees seen on prior
occasions. Colour images are also associated to each tree, leading to a database of images and canopy
models, at different times throughout the season and spanning multiple years. A canopy volume measure
is derived from the 3D models, and classification is performed on the images to estimate flower and fruit
density. These measures were compared to individual tree harvest weights to assess the relationship to
yield. A block of approximately 580 trees was scanned at peak bloom, fruit-set and just before harvest for
two subsequent years, with up to 50 trees individually harvested for comparison. Lidar canopy volume
had the strongest linear relationship to yield with R2 ¼ 0:77 for 39 tree samples spanning two years.
An additional experiment was performed using hand-held photography and image processing to measure
fruit density, which exhibited similar performance (R2 ¼ 0:71). Flower density measurements were not
strongly related to yield, however, the maps show clear differentiation between almond varieties and
may be useful for other studies.

� 2016 Elsevier B.V. All rights reserved.
1. Introduction

Technological improvements in sensing, computing, algorithms
and robotics have the potential to increase productivity for com-
mercial farming and efficiency for plant science. For farmers,
mobile data gathering systems can provide detailed information
to assist their decision making and management processes and
the information can plug into decision support software that is
capable of recommending particular actions. Eventually it will be
possible for these actions to be directly applied using mobile field
robotics technology. For plant scientists, mobile data systems can
provide high throughput, in-field plant phenomics. This will allow
greater capacity for in-field experimentation, where manual labour
for in-field data acquisition is currently a limiting factor, leading to
yield improvements from genomics and improvements to best-
practice for growers.

This paper presents a robotic ground-vehicle information sys-
tem for almond orchard mapping and per-tree yield estimation.
The system continuously records data from a camera and lidar sen-
sor, while the vehicle drives through the orchard. This is combined
with processing software that automatically extracts geometric
and visual information of each tree and matches the data from
scans taken at different times of the year and over multiple sea-
sons. This allows the assessment of flowering and fruit production
per individual tree, in a manner that is efficient for scanning whole
orchard blocks. This represents a significant increase in resolution
compared to the typical practice of weighing the total produce har-
vested from whole orchard blocks, allowing the variability
between individual trees and smaller regions of the orchard to be
estimated and mapped.

Three dimensional and image-based sensing have been applied
to many aspects of tree-crop precision agriculture. There are many
examples of the use of lidar to measure tree canopy geometry
(Tumbo et al., 2002; Walklate et al., 2002; Rosell et al., 2009;
Rosell and Sanzs, 2012; Wellington and Campoy, 2012; Escolà
et al., 2015) and as a proxy for related measurements such as
leaf-area-index (Sanz et al., 2013). Alternative range sensors have
also been used including ultrasound (Tumbo et al., 2002;
Hosainpour et al., 2013), structured light (Rosell-Polo et al., 2015)
and stereo vision Rosell and Sanzs (2012), but lidar is popular given
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the relatively high accuracy and invariance under natural illumina-
tion conditions.

Vision sensors have been coupled with machine vision algo-
rithms to estimate fruit and flower densities for individual trees
for a number of different crop types (Gongal et al., 2015). Hand-
held digital cameras and relatively simple image classification
algorithms have been used to estimate flower densities
(Adamsen et al., 2000; Aggelopoulou et al., 2011; Thorp and
Dierig, 2011); relatively simple algorithms are possible due to
the typically high colour contrast exhibited by flowers. Machine
vision cameras have also been mounted on tractors to improve
the image acquisition process (Hočevar et al., 2014), which allowed
flower estimation on larger numbers of trees (N = 136). Neverthe-
less, the process requires manual demarcation of the individual
trees within the frames, which limits the efficiency when scaling
up to scan entire commercial orchard blocks. Unlike flowers, fruit
and nuts are often visually similar to the leaves and surrounding
foliage of trees, meaning that more sophisticated machine vision
methods are required to automatically detect them. These include
artificial neural networks (Gongal et al., 2015; Hung et al., 2013,
2015; Bargoti and Underwood, 2016a,b), which have the advantage
of automatically learning appropriate feature descriptions for clas-
sification from the data; multi-sensor fusion, which simplifies the
classification problem by fusing data from complementary sensors
such as vision and thermal cameras (Bulanon et al., 2009) or vision
and near-infra-red cameras (Hung et al., 2013); and hybrid
approaches that combine colour and shape (Singh et al., 2010;
Nuske et al., 2011; Wang et al., 2013). Cameras have also been
combined with lidar for tree-crop applications, such as Shalal
et al. (2015) and Bargoti et al. (2015), which both address tree
trunk detection by combining the geometry sensed by the laser
with the visual appearance sensed by the camera.

The size of almond trees is known to be an important factor in
estimating the yield (Hill et al., 1987), which motivates canopy
geometry sensing. Flower densities are also considered to be rele-
vant to yield, although the relationship is complicated by variabil-
ity in pollination (e.g. availability of pollinators) and other
limitations in how much fruit the tree can bare Dicenta et al.
(2005). The potential utility of flower density mapping, as well
potentially being able to directly measure fruit density motivates
the use of vision.

In order to allow all of these methods to scale up to entire orch-
ards, automated, streamlined data management is also required,
which includes software for tree segmentation and detection
(Wellington and Campoy, 2012; Shalal et al., 2015; Bargoti et al.,
2015; Underwood et al., 2015b) and tree matching (correct data
to tree assignment) for repeated scans at different times
(Underwood et al., 2015b). There are few whole-system examples
that combine geometric and visual sensing, together with efficient
mobile data acquisition and automated data processing and man-
agement steps that facilitate entire blocks of commercial farms
to be efficiently scanned, including comparisons to ground truth
yield such as fruit counts or harvest weights. Prominent examples
include holistic systems for ground crops (Busemeyer et al., 2013),
vineyards (Nuske et al., 2014) and apple orchards (Hung et al.,
2015). Each of these systems relies on constraints relating to the
specific nature of the target crop and no one system and approach
is likely to be adaptable to vastly different crop types. The geome-
try of ground based crops is well suited to systems that straddle
above the crop (Busemeyer et al., 2013; Deery et al., 2014;
Underwood et al., 2015a), which enables controlled illumination
and provides for an ideal sensor vantage point, but those systems
are not applicable to tree crops, which are taller and difficult to
straddle. Amongst tree crop applications, algorithms are typically
tailored to the appearance and geometry of the specific fruit such
as circle detection for apples in Hung et al. (2015) and a customised
grape berry detection method in Nuske et al. (2014). Algorithms
are also tailored to the orchard configuration, such as the two
dimensional trellis fruit wall in Hung et al. (2015), which avoids
the need for individual tree segmentation for image masking,
which is a key component of our system.

Although several of the components that are necessary for an
almond orchard scanning system have been explored in the litera-
ture (including the authors’ prior work and others), the contribu-
tion of this paper is to develop an integrated methodology to
create a single, efficient orchard scanning system for almonds.
The contribution is the complete system, including the necessary
developments to combine the components of tree detection and
segmentation with flower and fruit mapping and yield estimation,
together with experimentation covering approximately 580 trees
at three times of season for two years.
2. Materials and methods

A 2:3-hectare block of a commercial almond orchard was
scanned using the ‘‘Shrimp” ground vehicle robot, three times
per year (flowering, fruit-set, pre-harvest) for two subsequent
years. At harvest, individual trees were also photographed with a
hand-held digital camera and then selectively harvested and
weighed. The colour images and lidar from the robot and the man-
ually taken photographs were post-processed, using custom algo-
rithms and software, to derive measures relating to the canopy
volume and the density of flowers and fruit on each tree. The
measures were compared with the selective harvest weights, to
quantify performance. This section describes the system and
sensors, the protocol for data collection, and how the data were
processed.

2.1. The ‘‘Shrimp” mobile robot

The ‘‘Shrimp” mobile ground vehicle robot was designed and
built at the Australian Centre for Field Robotics at the University
of Sydney in 2009 (see Fig. 1(a)) as a general purpose research plat-
form to study robotic sensing and perception. For this application,
we use a subset of sensors: a 2D line scanning lidar (SICK LMS-291)
and a machine vision camera (Point Grey Ladybug2, single two
mega-pixel camera, with natural illumination only), both face to
the right to scan the trees as the vehicle travels continuously for-
wards at up to 2 m/s (see Fig. 1(b)). A real time kinematic global
positioning inertial navigation system (Novatel SPAN RTK
GPS/INS) is used for positioning, a gamma radiometer (RS700)
was mounted on-board to record passive soil gamma emissions
and an electromagnetic induction instrument (EM38) is towed
behind the vehicle to measure apparent soil electrical conductivity
(ECa). The system includes a computer for data logging.

2.2. Data collection

All data were obtained from a 2.3-hectare section of Lake Cul-
lulleraine Almonds, in Victoria, Australia, shown in Fig. 2. The area
includes 10 rows spaced 7.35 m apart and roughly 313.5 m long,
with 58 trees per row spaced at 5.5 m. The primary variety in every
second row is Nonpareil, with alternating Carmel and Monterey
pollinator rows between. Datasets were collected at peak bloom
(as estimated by the farm manager), at fruit-set and just prior to
harvest, for both the 2014 and 2015 harvest seasons. Several data-
sets were taken on subsequent days to assess repeatability. All
datasets are summarised in Table 1.

To obtain each dataset, the raw data from all sensors were
logged continuously, while the vehicle is driven by a remote oper-
ator up and back down the rows at speeds of 1–2 m/s depending on



Fig. 1. (a) The ‘‘Shrimp” mobile robot, equipped with a variety of sensors, including a colour camera, side-scanning lidar, EM38 soil conductivity, RS700 gamma radiometer
and GPS/INS localisation system. (b) The vertical curtain of lidar data is swept across the trees as the vehicle moves forward (to the left of the image). (c) A typical image of a
single almond tree at fruit-set.

Fig. 2. Lake Cullulleraine Almonds, Victoria, Australia (a) and labelled image (b) showing the 2.31 ha block that was scanned in this study. The pin in (a) denotes the trailer
base station marked in (b). Rows are separated by 7.25 m and tree trunks by an average of 5.5 m. Satellite photos from Google 2013.

Table 1
Datasets.

Year Date Season

1 2013-08-15 Flowering (day1)
2013-08-16 Flowering (day2)
2013-09-23 Fruit-set
2014-02-10 Pre-harvest

2 2014-08-26 Flowering (day1)
2014-08-27 Flowering (day2)
2014-10-14 Fruit-set (day1)
2014-10-15 Fruit-set (day2)
2015-01-28 Pre-harvest
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conditions. The sensors face to one side of the vehicle, so each
access row is traversed in both directions to scan both sides of
the trees. It is important to scan both sides because occlusions pre-
vent the whole tree from being captured (with lidar or vision) from
only one view-point (Lin and Hyyppä, 2012). In the first year, the
vehicle was driven up the first row, performed a u-turn at the
end and then back down the same row (sensors facing the other
way), repeated for all rows in sequence. In the second year, the
vehicle was driven forwards and backwards in an alternating pat-
tern, half in the morning facing west and half in the afternoon fac-
ing east, to ensure the sun was always behind the camera, to avoid



Row of Trees

Fig. 3. (a) The protocol for photographing individual trees with a hand-held camera. The large and small circles represent canopies and trunks respectively. The target tree is
shown in grey, four photos are taken from the base of the arrows pointing towards the trunk of the target tree. (b) A typical photo.
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lens-flares and saturation that affected the data in the first year.
The total traversal for each scan was 6.2 km, taking an average of
1.5 h.1

At harvest time, a total of 30 individual trees (11 Nonpareil, 9
Monterey, 10 Carmel) in the first year and 50 in the second year
(20 additional Nonpareil) were selectively harvested. The total
number was constrained by time, labour cost and minimising dis-
ruption to the commercial orchard. The initial sampling pattern of
30 trees was selected by balanced random sampling within five
classes of observed soil variation. The classes were created using
a multivariate hierarchical clustering process following the
method of Taylor et al. (2007) with soil ECa and the total count
of soil gamma emissions obtained in the initial survey used as
input layers. The field was stratified using the sensed soil data to
ensure any production variation driven by observed variability in
soil properties was captured in the yield sampling. The pattern of
20 additional trees was chosen to expand the Nonpareil count with
a uniform spread of lidar canopy volume, given the relationship to
yield seen from the 2013 data (described in Section 3). The ground
underneath each tree was swept clear of debris, the trees were
mechanically shaken and the nuts were collected and weighed.
In the first year, a crack-out was performed by taking 1–2 kg sam-
ples, cracking and weighing 100 kernels to estimate the total num-
ber of kernels, average kernel weight and total kernel weight per
tree. In the second year, only the total harvest weights per tree
were able to be obtained.

In the second year, a hand-held camera (Canon EOS-60D, 17.9
mega-pixel2) was used to manually photograph the 50 sampled
trees, to compare the performance of almond detection with a higher
resolution image, manual control of lighting conditions and multiple
perspectives per tree. A simple protocol was used to take consistent
photographs, illustrated in Fig. 3. Four photos were taken of each
tree, from diagonal positions to maximise the distance from the
camera to the tree, while avoiding occlusion from neighbouring
trees. All photos are taken with the sun behind the camera, achieved
by taking west/east facing photos in the morning/evening
respectively.
1 If duplicate sensors faced left and right, the trajectory and scan time could be
halved, but care would be required to scan as close to the zenith as possible. Both
trajectories described here have the same total length.

2 The highest resolution camera that was available to us for these experiments was
chosen, with an image size of 3456 by 5184 pixels, to maximise the pixel-count per
almond.
2.3. Data processing

The lidar data was calibrated and georeferenced with the
GPS/INS localisation system (Underwood et al., 2010) to produce
a 3D point cloud of the entire scanned area. Individual rows are
automatically separated within the data by detecting where the
vehicle turns at the ends of the row. Individual trees are segmented
using the technique first established by Wellington and Campoy
(2012) and extended by Underwood et al. (2015b), as depicted in
Fig. 1(b), where data from each tree is coloured differently to indi-
cate the segmentation. The result is that data relating to each tree
can be uniquely identified and separated, according to its row and
tree number and compared between datasets taken at different
times. The lidar point cloud of each tree is used to calculate a mea-
sure of the canopy volume, described in Section 2.3.1. A single cor-
responding photo centred on each tree can be extracted from the
free running video data automatically,3 as illustrated in Fig. 4. The
georeferenced lidar data describe the canopy geometry precisely.
The data for each individual tree are projected into the correspond-
ing image via a process of camera-lidar-platform calibration and
geometric transformation (Underwood et al., 2007). The result is
an image overlay that marks the position of the canopy as shown
in Fig. 4(d), which is used as a region of interest for further process-
ing to estimate flower and fruit abundance, as described in Sec-
tion 2.3.2. Measures relating to canopy volume, flower and fruit
density are derived for two full seasons. These are mapped and com-
pared to the post harvest weights for the individually harvested
trees, to quantify the performance of the system.4 The entire process
was run offline from logged sensor data. Precise processing times
were not recorded, however, the lidar processing component took
less than 5 min on a typical computer, to segment all 580 trees in
the 2.3-hectare orchard block. The most time consuming component
(including both processing time and human labelling effort) was for
the image processing steps described in Section 2.3.2, which require
approximately two days of combined human and computer time per
2.3-hectare dataset.
2.3.1. Tree canopy volume from lidar
The 3D point cloud model of each tree is processed separately.

Although the canopies are approximately ellipsoidal, they exhibit
3 From the lidar, we know exactly where each tree is and when it was scanned by
Shrimp, so we can extract corresponding data from all other sensors automatically.

4 A video illustrating the process is available here: http://youtu.be/j-gJQXQoqX0.



Fig. 4. Photographs of the same almond tree during (a) flowering, (b) fruit-set and (c) just prior to harvest. The photos were automatically segmented from video taken by the
robot ‘‘Shrimp”, by co-registration to the lidar map. The lidar canopy geometry is projected into the undistorted image (d) as a region of interest for further processing.

Fig. 5. A 3D point cloud model of an individual tree after segmentation. The tree is scanned from both sides at different times, shown by different colours. A well-aligned
model in (a) perspective view and (b) side view and (c) a misaligned model due to localisation (GPS) error. Misalignment can significantly affect the calculation of canopy
volume. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
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a more complex internal structure, with branches and void space
within. Much of this structure is detectable by the lidar scans,
because the lasers partially penetrate through the outer layers of
the tree. We therefore model the canopy foliage volume by dis-
cretising the points into cubic voxels and tallying the total num-
ber.5 Multiplying the count by the voxel size (0.001 m3) gives an
estimate of the canopy foliage volume.6 Because each side of a tree
is scanned separately, errors in the platform localisation that are
caused by GPS drift mean that the two tree halves cannot always
be accurately aligned using the localisation data, as illustrated in
Fig. 5, with an example of accurate alignment in Fig. 5(a) and (b),
and an example of misalignment in Fig. 5(c). The sensitivity of tree
volume errors due to trajectory was experimentally studied in
Palleja et al. (2010) and a comprehensive mathematical and experi-
mental analysis for lidar in general is presented in Underwood et al.
(2010, 2009). We therefore calculate the volumes of the two halves
separately and sum them together. This eliminates the effect of
misalignment, but due to double counting the overlapped region,
this may cause a bias depending on the geometry of the canopy.
The well aligned canopy in Fig. 6 is 5.58 m by 6.35 m wide and
4.52 m tall, for a solid ellipsoidal canopy volume of roughly 84 m3.
5 A resolution of 10 cm was used, though the output was found to be insensitive to
other resolutions.

6 Note that lidar returns from the ground are excluded from calculations by
removing points within 20 cm elevation of where the wheels of the vehicle passed,
however, the ground is shown in the figures for contextualisation.
For this tree, the lidar estimates a foliage volume of about 45 m3,
which is expected given that a large amount of the internal canopy
volume is free space. Each individual tree is automatically seg-
mented by our software pipeline, so we are able to efficiently calcu-
late the canopy volume per tree. Our method avoids the need to
align the data, however, the problem of aligning lidar scans from
both sides of the tree has been studied in the literature, using man-
ual alignment (Rosell et al., 2009), which might not efficiently scale
to hundreds of trees and using simultaneous localisation and map-
ping (SLAM) (Cheein and Guivant, 2014), which should scale well.7
2.3.2. Flower and fruit density from imagery
Flower and fruit density estimates are produced by performing

image classification on the images associated to each tree, within
the lidar canopy mask. Shrimp was used to scan the orchard block
during flowering, fruit-set and pre-harvest periods for two whole
seasons, resulting in a database of photographs for these key times.
Fig. 4 shows the photos of the same tree retrieved from the data-
base at flowering, fruit-set and pre-harvest in the first year. The
3D lidar mask (see Fig. 4(d)) indicates the location in the image
where the tree must be according to the laser scan, then fruit
and flower detection are performed within that region of the image
7 SLAM for canopy volume estimation (Cheein and Guivant, 2014) would theoret-
ically be appropriate for tree canopy alignment in the context of our system, which
would also allow any biases in our method to be quantified, but this was outside the
scope of this study.



Fig. 6. A 3D voxelised point cloud of a tree, coloured by elevation. The complex structure can be seen and is preserved in the calculation of canopy volume. (For interpretation
of the references to colour in this figure legend, the reader is referred to the web version of this article.)
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to avoid confusion due to adjacent trees. For the hand-held pho-
tographs, the lidar mask is unavailable, so the canopy masks are
manually drawn.

For both flower and fruit estimation, image classification is per-
formed and the measured variable is the total number of pixels
that are classified as fruit or flowers within the lidar-based image
mask, divided by the total number of pixels in the mask. This is
referred to as flower or fruit pixel density. This formulation is used
to normalise the measurement with respect to variation in per-
spective. This is necessary because slight differences in the proxim-
ity of the camera to the tree can alter the apparent size of the tree
in the image. The density estimate for both flowers and fruit is a
dimensionless ratio and not a direct estimate of the absolute num-
ber of flowers or fruit. Even if it were possible to count the absolute
number of visible fruit or flowers within the image, visual occlu-
sions mean that this quantity is only a fraction of the unknown
true count on the whole tree. We therefore assume that the ratio
of visible fruit or flowers to the total is constant between different
trees. Specifically, we assume that if N flowers or fruit are seen in
the images from the two opposing sides of a tree, then there are
N � k flowers or fruit in total for some unknown constant k that
is determined from calibration with actual yield data. Wherever
this assumption does not hold well, we expect a non-linear or
noisy relationship between the vision estimates and the ground
truth. This assumption is tested in this work by measuring the
repeatability and consistency of the relationship of image esti-
mates to actual yield.

In our dataset the flowers could be separated easily from the
background due to the highly contrasting white colour, therefore
a simple colour threshold was sufficient: flower pixels were
defined as hue > 0:51; saturation < 0:3;value > 0:9, with all
parameters determined empirically from the data. The upper limit
was placed on saturation to avoid falsely detecting overcast skies
as flowers. An example image and flower detection output is
shown in Fig. 7(a), where it can be seen that most of the flowers
are detected, with some false detection along the sunlit edge of
one of the branches. The colour thresholding approach was found
to be sufficient for our data, but a more sophisticated method
may be required to handle illumination variation in the future.

For fruit detection, we use the multi-scale feature learning algo-
rithm from Hung et al. (2013, 2015), with modifications to improve
the efficiency of the algorithm. The original implementation
applied Conditional Random Fields (CRF) to smooth the output of
the multi-class labels, however, this paper focuses on binary
fruit/non-fruit classification and the noise of the binary class labels
is more efficiently reduced by simple morphological operations
(erosion and dilation) instead of the CRF step.

An example of a raw image at fruit-set and the resulting classi-
fication is shown in Fig. 7(b). The classifier is able to discern much
of visually larger fruit in the foreground, however, the algorithm
fails to detect smaller fruit in the background, particularly where
individual almonds are silhouetted against the bright sky. Hand-
held photos were also captured for 50 individual trees with a
higher resolution, with an example shown in Fig. 8. Qualitatively,
it can be seen that the classifier is better able to detect fruit in
the hand-held images, although there is some confusion between
the woody almonds just before harvest and the limbs of the tree.
3. Results

This section quantifies the performance of the different mea-
sures, including lidar canopy volume, flower and fruit density.
Where possible, the consistency of the measures is quantified in
terms of repeatability, which is a necessary (though not sufficient)
condition for an instrument to provide accurate information. The
performance of all measures were qualitatively assessed against
observations from the field and quantified against the selectively
harvested fruit weights, to assess the ability of the measures to
predict yield.

3.1. Lidar volume consistency

The consistency of the lidar volume measure was assessed by
comparing the measurements of the same trees (approx. 580 in
total), using datasets obtained at different times within each sea-
son. In the first year, this included two datasets during flowering
(on subsequent days), one during fruit-set and one just before har-
vest. In the second year, we compared two subsequent days during
flowering, two subsequent days at fruit-set and one just before
harvest. Scans taken one day apart can be used to estimate the
repeatability of the system, whereas for scans compared at differ-
ent times of year, the tree geometry changes, but we still expect a
simple linear relationship to hold.

The relationship between measurements is quantified in Tables
2 and 3 by the coefficient of determination (R2). Strong agreement
is seen for all scans separated by one day (R2 ¼ 0:96;0:99;0:94).
The repeatability is quantified by focussing on all 580 trees
scanned one day apart during flowering in the first season, which
is shown in Fig. 9(a). The corresponding coefficient of variation



Fig. 7. Raw images and the corresponding flower (a) and fruit (b) detections.

Fig. 8. A photograph of an almond tree, taken with a hand-held camera and the result of manually masking the tree and automatically classifying the fruit (white pixels).
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Table 2
Lidar volume agreement (R2) for repeated scans during first year (�580 samples).

Flowering (day1) Flowering (day2) Fruit-set Pre-harvest Dataset Date

1 0.96 0.90 0.73 Flowering (day1) 2013-08-15
1 0.89 0.72 Flowering (day2) 2013-08-16

1 0.82 Fruit-set 2013-09-23
1 Pre-harvest 2014-02-10

Table 3
Lidar volume agreement (R2) for repeated scans during second year (�580 samples).

Flower (day1) Flower (day2) Fruit-set (day1) Fruit-set (day2) Pre-harvest Dataset Date

1 0.99 0.90 0.89 0.44 Flowering (day1) 2014-08-26
1 0.89 0.89 0.44 Flowering (day2) 2014-08-27

1 0.94 0.51 Fruit-set (day1) 2014-10-14
1 0.49 Fruit-set (day2) 2014-10-15

1 Pre-harvest 2015-01-28
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(CV) is 2:4%, which falls within the range of less than three percent
reported by Wei and Salyani (2005) for laser foliage density esti-
mation for citrus trees.8 The variation is likely due to minor differ-
ences in the vehicle trajectories (velocity, distance and viewing
angle to tree) perturbing the sampling pattern in the point clouds.
Nevertheless, the canopy volume measurements are highly
repeatable.

Decreasing measurement agreement was observed with
increasing temporal separation between scans, indicating that
the changes in canopy geometry are not perfectly predictable. E.
g. the tree volume does not uniformly change by a fixed percentage
of the volume measured earlier in the season. The poorest agree-
ment was observed with the measurements taken just before har-
vest (R2 as low as 0.44). This was due to a degradation in the
quality of raw data when the foliage is most dense: the GPS satel-
lite signals become more heavily occluded, the lidar is less able to
penetrate the canopy, and the neighbouring canopies overlap more
heavily, which challenges the tree segmentation process.
8 Due to the efficiency afforded by our system we have increased the number of
samples from 10 trees to 580 for our repeatability estimates, compared to Wei and
Salyani (2005).
The lidar canopy volumes are shown for both years (during
flowering) in Fig. 9(b). Measurements on the line of equality indi-
cate a tree with the same measured volume in both years. Most
measurements fall to the right of the line, indicating growth. The
smaller, replanted trees increased in volume more than the mature
trees. Canopy growth per variety is emphasised in Fig. 10. The data
reveal that on average, all trees increased their canopy size
between successive years, but the Nonpareil trees increased their
volume by more than the two pollinator varieties.
3.2. Lidar volume and yield

The lidar canopy foliage volumes were compared to the the 30
individual tree samples from the first year (11 Nonpareil, 10 Car-
mel and 9 Monterey) including kernel counts and weights from a
crack-out process. In the second year, comparisons were made to
a total of 31 Nonpareil trees (including the same 11 from the first
year), but only total harvest weight was able to be measured. A lin-
ear regression was performed and the coefficient of determination
is reported. The results for the first year are shown in Table 4. A
high degree of agreement (R2 > 0:70) is observed between the vol-
umes and yield for all varieties, though it should be emphasised
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Fig. 10. Histogram of lidar canopy volume growth per tree from the first to second year for the three varieties. Mean growth is listed under each figure.

Table 4
Canopy foliage volume relationship with yield (R2, 10 samples per variety).

Variety Total weight Kernel weight Kernel count Dataset Date

Nonpareil 0.83 0.70 0.65 Flowering (day2) 2013-08-16
0.77 0.58 0.52 Fruit-set 2013-09-23
0.64 0.38 0.31 Pre-harvest 2014-02-10

Monterey 0.77 0.80 0.74 Flowering (day2) 2013-08-16
0.73 0.78 0.75 Fruit-set 2013-09-23
0.50 0.58 0.56 Pre-harvest 2014-02-10

Carmel 0.88 0.80 0.82 Flowering (day2) 2013-08-16
0.66 0.60 0.61 Fruit-set 2013-09-23
0.61 0.58 0.64 Pre-harvest 2014-02-10

Averagea 0.82 0.77 0.74 Flowering (day2) 2013–08-16
0.72 0.66 0.63 Fruit-set 2013-09-23
0.58 0.51 0.50 Pre-harvest 2014-02-10

Combinedb 0.28 0.35 0.39 Flowering (day2) 2013-08-16
0.19 0.25 0.29 Fruit-set 2013-09-23
0.13 0.17 0.21 Pre-harvest 2014-02-10

a Average R2 over varieties. This is not a standard statistical term, but is used here to summarise the performance in this table. The size of the dataset should be considered
as N = 10, not N = 30 because the varieties are treated separately.

b Combined assumes all varieties can be lumped together in one batch with N = 30. This shows that although there is a strong relationship between canopy foliage volume
and yield, the linear relationship is different for each variety and must be modelled separately.
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that N � 10 trees for each variety is small.9 If all three varieties are
lumped together with a single linear relationship from volume to
yield, the agreement is poor (R2 < 0:39). The data from the first year
suggests that canopy foliage volume agrees well with yield but that
the linear relationship is different for each variety. For this reason,
sampling in the second year focussed on the main Nonpareil variety,
to increase the significance of the results.

In the second year, with 31 Nonpareil samples we observed a
coefficient of determination of R2 ¼ 0:5, however, removing three
significant outliers resulted in R2 ¼ 0:75 with 28 samples, which
is similar to first year. The data, outliers and linear relationship
are shown in Fig. 11(a). It was considered reasonable to reject
the three points due to the combination of the following reasons:
They are all at least twice as far from the line of best fit than all
other points. They represent the two highest recorded absolute
harvest weights (from post-harvest weighing) and the single low-
est measured canopy volume respectively (from our system). The
latter was consistently measured to be a small, replanted tree both
years, which is unlikely to yield 50 kg in the second year. Consid-
ering only the harvest data (and not the measurements from our
system), for these outliers to be true would imply that two trees
9 Increasing the sample size was challenging due to the labour involved in selective
harvesting at the commercial orchard.
increased their yield by approximately 175% and 2000%, and that
the most productive sampled tree produced approximately 150%
more yield than any other, which are all unlikely occurrences. It
would be extremely unlikely that our system would identify all
three cases (and no others) as outliers by random chance. The
selective harvest was performed by low skilled farm labourers
who are trained only to harvest as efficiently as possible in normal
production conditions and not to meticulously gather data for sci-
entific objectives. In these cases we believe harvested material was
either mixed from multiple trees in the case of the large outlier, or
erroneously taken from adjacent trees in the case of the smaller
outliers.

The lidar volumes and yields for Nonpareil trees for both years
are shown together in Fig. 11(b), with a total of 11 and 31 samples
respectively. Data from both years are on the same trend line. If we
reject the same three outliers as above, a single line of best fit mod-
els both years well, with R2 ¼ 0:77 for 39 samples, which is signif-
icant. This equates to a standard deviation of 6.26 kg per tree. Over
a similar orchard block with 580 trees, the expected standard devi-
ation of the estimated sum-total yield is approximately 150 kg, but
significantly larger experiments over multiple orchard blocks
would be required to characterise the whole-block error accu-
rately. Furthermore, whole-block sample weights might provide
a method to calibrate and constrain the error, but this remains as
future work to validate. The figure also connects the 11 Nonpareil



0 10 20 30 40 50 60 70 80 90
0

10

20

30

40

50

60

70

Harvest Weight (kg)

Li
da

r C
an

op
y 

V
ol

um
e 

(m
3 )

Harvest Weight vs Lidar Canopy Volume (R 2=0.75)

0 10 20 30 40 50 60 70 80 90
0

10

20

30

40

50

60

70

Harvest Weight (kg)

Li
da

r C
an

op
y 

V
ol

um
e 

(m
3 )

Canopy Volume vs Harvest Yield Over Two Years (R2=0.77)

Year 1: 2014
Year 2: 2015

Fig. 11. Lidar canopy volume estimates and yield for 31 Nonpareil trees (a) in 2014 and (b) 2014 and 2015 together, with 11 trees measured both years connected with grey
lines. Three samples are assumed to be outliers, circled in red, which are not included in the line fit or R2 calculation. (For interpretation of the references to colour in this
figure legend, the reader is referred to the web version of this article.)

Fig. 12. A map showing the predicted harvest yield in the second year, from the lidar canopy volumes measured at flowering. The mean predicted yield is 46.4 kg per tree.
Black through red, yellow, to white represents the range from 30 to 60 kg. The red area to the left of the figure shows a region of consistently lower yield, which corresponds
to the growers assessment that less yield is produced near the large access road. These data allow the effect to be quantified. (For interpretation of the references to colour in
this figure legend, the reader is referred to the web version of this article.)
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trees measured both years, showing that the volume and yield
both tended to increase from 2014 to 2015. The data show that
lidar-canopy volume can explain most of the variation in yield,
both within a single season when considering different trees and
also from one year to the following year. The trend suggests that
the lidar volume may be a good predictor or proxy for yield, even
when measured early in the season during flowering, but a larger
sample size covering additional years and different orchards would
be prudent to draw broader conclusions. In particular, other factors
such as variable pollination, weather conditions or disease that
were not controlled for in our experiments could alter the strength
of the relationships.

The linear model from both years was applied to the lidar
canopy volumes taken during flowering in the second year, to pro-
duce a map of the predicted harvest yield for all scanned Nonpareil
trees, shown in Fig. 12. The model is calibrated by the linear fit to
selectively harvested individual trees from both years, and then
used to estimate the yield in kilograms for every tree in the second
year. The relatively small number of individual sample trees are
used to fit the model, but then every tree can be more accurately
estimated, compared to a process of interpolation or extrapolation
from the sparse samples.

Qualitatively, the map shows good alignment between
replanted trees and the gaps in the canopy seen in the satellite
photo. Furthermore, there is a visible region of depressed yield in
the southern (left) region near the access road. This was already
known to the farm manager, however, our system is able to quan-
tify and display the magnitude of the effect, which may be a useful
consideration for management decisions.
3.3. Flower density consistency

The consistency of the image based flower density estimates
was assessed by comparing the measurements of the same trees
on subsequent days at peak bloom, in both years. The peak time
was estimated visually by the farm manager. In the first year, rel-
atively poor agreement and repeatability was observed (R2 ¼ 0:61,
CV = 17.9%), due to difficulties with the natural illumination. Five
of the ten rows were scanned when the angle to the sun caused
lens flaring and partial saturation, which degraded the quality of
the images. The five unaffected rows (roughly 290 trees) had better
consistency (R2 ¼ 0:79, CV = 11.0%). The illumination conditions
were improved in the second year, by scanning the east and west
faces, in the morning and afternoon with the sun always behind
the camera. All ten rows (roughly 580 trees) were used in the sec-
ond year, and consistency improved (R2 ¼ 0:85, CV = 9.1%). The
flower density repeatability is lower than the lidar volume
(CV = 2.4%), which is due to the dynamics of the flowers: on a daily
time-scale, flowers can increase due to continuous blooming and
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Fig. 13. A comparison of flower density estimates per variety, on subsequent days near peak blossom, for two subsequent seasons.

Table 5
Flower densities and density changes on successive days, for two subsequent years.

Year Nonpareil (%) Monterey (%) Carmel (%)

Flower density 1 1.58 ± 0.57 2.67 ± 0.88 2.34 ± 0.70
Flower density 2 4.23 ± 1.47 6.83 ± 1.95 5.75 ± 1.85
Density change 1 0.11 ± 0.28 �0.47 ± 0.42 0.27 ± 0.28
Density change 2 �0.16 ± 0.52 �0.56 ± 0.85 0.86 ± 0.48

Fig. 14. A flower density map. The unit-less quantities are coloured on a scale showing two standard deviations below and above the mean.

10 The literature is inconsistent on varietal flower timing due to regional variation.
The data supporting Rosenzweig (2015) was obtained approximately 100 km from
our test site, during the same two years.
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decrease due to falling petals, whereas the canopy volume changes
more slowly. Compounding the problem, hand counts for flower
density are difficult to obtain in a single day for large numbers of
trees, because each tree contains upwards of ten thousand flowers.

The flower densities are plotted one day versus the next in
Fig. 13, with different colours for the different variety of tree and
the statistics are summarised in Table 5. In the absence of a direct
ground-truth for flower counts or densities, it not possible to quan-
tify the absolute accuracy of our measures. However, in addition to
self-consistency (CV = 9.1%), we observed four promising phenom-
ena that were repeated in both years: (1) the magnitude of flower
density was clustered according to variety and (2) the change in
flower density between successive days was not zero-mean and
was also clustered according to variety. (3) the magnitude of
change is smallest for Nonpareil, which was consistent with that
variety being at the peak bloom and (4) Monterey exhibits decreas-
ing density suggesting it peaked earlier than Nonpareil, while Car-
mel shows the opposite. This is consistent with observations for
these varieties in this region of Australia, that indicate Monterey
flower up to five days before Nonpareil, and Carmel up to five days
after (Rosenzweig, 2015).10

There was no significant linear relationship between flower
densities of individual trees from one year to the next
(R2 ¼ 0:23), indicating that density in the first year was not a good
predictor for density in the second year. A map of the flower den-
sity in the second year is shown in Fig. 14, which is consistent with
the pattern of alternating row varieties.

3.4. Flower and fruit density relationship to yield

The relationship between flower and fruit pixel density and
yield was tested both in isolation and in combination with the lidar
canopy volume, which was shown in Section 3.2 to explain a signif-
icant proportion of yield variation. For consistency, all tests were
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performed on Nonpareil trees in both years. The following models
were evaluated using least squares:

y0 ¼ adþ b

y0 ¼ a0dþ a1v þ b

y0 ¼ aðv � dNÞ þ b;

where y0 is the predicted yield, d is the flower or fruit density and v
is the lidar canopy volume.

The best performing model for flower density was the com-
bined linear model (second equation) with R2 ¼ 0:83 in year one,
and R2 ¼ 0:76 in year two, however, this performed no better than
using lidar volume on its own (R2 ¼ 0:83 in year one, R2 ¼ 0:75 in
year two). The third equation was tested for various powers N but
never exceeded R2 ¼ 0:55 (for N ¼ 1=2) and the direct model in the
first equation performed poorly, never exceeding R2 ¼ 0:27. This
suggests that although there is evidence that the flower estimates
were consistent, they provided no additional benefit for yield pre-
diction in this study, beyond the lidar canopy volumes.

A very similar outcome was observed for both the fruit-set and
pre-harvest fruit density estimates in the first year. The combined
linear model (second equation) performed best but gave no advan-
tage over the lidar volumes for predicting yield (R2 ¼ 0:83 in both
cases). Similarly the direct relationship was poor (R2 < 0:30), and
the third equation was not superior (R2 ¼ 0:69 for N ¼ 1=2). Given
the lack of additional benefit in predicting yield, the fruit-set and
pre-harvest image classification was not performed in the second
year.

The lack of a relationship between flowers and yield is not
unreasonable, given the complexities in the pollination and fruit-
set process, however, the lack of benefit of directly observing the
fruit on the trees was unexpected. This motivated an additional
experiment with hand-held photographs in the second year, which
is evaluated in the next section.
3.5. Hand-held photographs: fruit density relationship to yield

As described in Section 2.2, hand held photographs were taken
from four perspectives of each of 50 trees in the second year. The
canopies were masked in the image manually. The total number
of pixels that were automatically classified as fruit were divided
by the number of pixels in the mask to produce the fruit pixel den-
sities, shown in Fig. 15. Variation is expected from the different
perspectives, but there is also considerable agreement (R2 ¼ 0:48,
CV = 40.0%); trees with a higher/lower fruit density from one per-
spective tend to have a higher/lower density from other angles
too. Nevertheless, the variability suggests that photographing from
multiple perspectives is important for estimating fruit density in
trees with complex canopy structures.

For each of the 31 Nonpareil trees, the manually labelled mask
sizes and automatically classified fruit pixel densities from the four
perspectives are averaged. The mask sizes (with no image classifi-
cation) are able to model the harvest yield quite well (R2 ¼ 0:64) as
a proxy for canopy size.11 The fruit densities do not model the yield
as well with R2 ¼ 0:62, however, the average fruit pixel counts (den-
sity multiplied by mask size) perform well (R2 ¼ 0:71), reaching sim-
ilar prediction capability as the lidar canopy measure (R2 ¼ 0:75).
The hand-held density estimates d were also linearly combined with
the lidar volumes v with y0 ¼ a0dþ a1v þ b, which resulted in better
performance than either in isolation (R2 ¼ 0:80), and this was the
best performing method tested.
11 The size of the canopies in the image is relatively stable due to protocol in Fig. 3.
4. Conclusions

The absolute best predictor of yield for the main Nonpareil vari-
ety was obtained when combining lidar canopy volume with
image-based fruit classification (R2 ¼ 0:80) from high resolution
hand held photographs, quantified with measurements of 28 indi-
vidual trees. Similar performance was also obtained when using
lidar canopy volume in isolation (R2 ¼ 0:75) or image based pixel
counts in isolation (R2 ¼ 0:71) for the same 28 trees. Given the
sample size is relatively small, it is difficult to know whether
the increased complexity of the combined measure is worth the
increase in performance. The lidar measurements proved to be
the most consistent across both years and different times within
the season (with a CV of less than 3% for 580 trees), other than
immediately before harvest when the foliage was most dense. Fur-
thermore, the lidar data were the most widely tested in this study,
were not affected by natural illumination conditions and so could
be gathered at any time of day or night, and we showed the same
model between canopy geometry and yield held both years
(R2 ¼ 0:77), verified with 39 individual Nonpareil trees, providing
a yield prediction capability from as early as peak bloom. Compar-
atively, although there is some evidence to suggest there is added
value of imagery for yield estimation, the measures were harder to
obtain due to variable natural illumination and sensitivity to per-
spective (CV of 40.0% for fruit density from different camera
angles).

The flower density estimates were not significant in explaining
yield variation for this study, but the differentiation that was seen
between the three tree varieties closely matched field expecta-
tions, and the spatio-temporal flower density mapping afforded
by our system is likely to be a useful tool for other studies. Where
flower studies typically examine specific branches on particular
trees, our system was able to give a broader scale picture of the
‘flower dynamics’ for hundreds of trees. It is also possible that in
other years, or on other orchards, there may be a stronger relation-
ship between flowers and fruit production, depending on the com-
plex interactions with pollinator insects, or in situations where the
timing of the peak pollinator blossom is not well aligned to the
main variety.

We have shown that it is possible to use a mobile ground vehi-
cle sensing system to efficiently scan large sections of an almond
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orchard and to automatically process that data to provide a rich
source of information for each individual tree. Furthermore, we
showed that it is possible to repeatedly match the data to the cor-
rect tree at different key points in the season, over multiple years,
which enables temporal studies. We focussed on colour imagery
and lidar in this study, but the same system can provide raw data
per tree for any number of available sensors. In our system, this
additionally includes stereo, thermal and hyperspectral cameras
and soil conductivity and radiation sensors, although these data
sources were not a focus in this paper. We further showed that a
manual hand-held photography approach can be used for yield
estimation, which might be useful for individual tree studies, but
would not be efficient for measuring hundreds of trees.

For this study we used a relatively expensive, bespoke robotic
sensing platform, whereas a lower cost non-robotic system might
be more appropriate for a commercially feasible implementation.
In this project we tele-operated the robot, so the system clearly
does not rely on autonomy and could be packaged as a ‘bolt-on’
module for existing farm vehicles. On one hand, with a fully auton-
omous system the efficiency of data collection could be improved
further and would not require substantial additional farm-labour.
Yet if existing farm vehicles must already traverse the orchard as
part of normal operation, a bolt-on sensor system would be practi-
cal and significantly lower in cost.

The objective of this study was to assess how accurately the
yield could be estimated, yet it is also worth considering how accu-
rate does the estimation need to be to be useful for commercial
growers? This is a complex issue, because it depends on the partic-
ular use cases and operating costs of particular commercial opera-
tions. Spatial yield maps can identify hot-spots of poor
performance in the orchard, to direct further investigation and tar-
geted management. Such maps require relative precision and
repeatability but possibly not high accuracy; for example, knowing
one area is performing worse than average is useful, even if the
absolute yield prediction was biased. In this case, although abso-
lute accuracy may not be required, per-tree resolution and repeata-
bility is paramount. By contrast, if the data were used directly to
automatically set variable-rate spray applications, then the
required accuracy would depend on the sensitivity of the crop to
levels of under- or over-provision of the spray. Typically,
over-spraying might be required to guarantee the minimum
requirements are met, and the amount of over-spray would be pro-
portional to the accuracy of the yield estimates. Another use-case
for yield prediction prior to harvest is to calibrate costs for the
futures market. Similarly in this case, the greater the accuracy of
the prediction and the earlier it is available, the more money can
be saved in a competitive market. In both of these latter cases
(futures and variable rate spray), the higher the accuracy the
greater the cost savings would be. Determining the exact threshold
where such systems will become profitable to deploy commer-
cially is complex, depending on operating costs and revenues that
will differ amongst farms and is outside the scope of this study.
5. Future work

Future work will consider broader experimentation on a wider
variety of farms, including different planting densities, crop vari-
eties and crop age. Additionally, further improvements will be
made to the process of autonomous image acquisition, to achieve
or surpass the level of performance observed from the hand-held
photographs, yet with the convenience of efficient data capture
and integrated lidar processing. This will include the use of higher
resolution cameras, multiple actively selected viewpoints and
powerful strobes for better illumination control and to allow
smaller apertures for optimal depth of focus. The following chal-
lenges will be addressed:

� Fruit occlusion: The large, three dimensional tree canopies
became heavily occluded once foliage developed in the fruit-
set and particularly pre-harvest time of year, so many almonds
were hidden from view. Future work will consider automati-
cally capturing images from multiple viewpoints while passing
each tree, as the use of different perspectives was shown to be
beneficial in the hand-held photographs experiments.

� Fruit size: The small size of the almonds meant that detection
was more difficult than for larger fruit, and multi-scale or shape
based features that typically rely upon regions of pixels were
less discriminative. By contrast, the single pixel flower classifier
was less affected by image resolution. Higher resolution
machine vision cameras will be investigated to address this.

� Apparent fruit size variation: The three dimensional nature of
the canopies meant that almonds were located at a large range
of depths from the camera, from immediately in front of the
lens on the near side, to several metres away on the far side.
It is difficult to obtain sharply focussed images over this large
depth of focus, without significantly reducing the aperture
and therefore light available to the camera. Powerful strobe
lights may provide enough illumination to allow the aperture
to be reduced and focal depth increased to compensate. Even
for perfectly focussed images, the variation of apparent size
(in the image) of one almond can vary greatly. Without careful
camera positioning, one almond near the lens can account for a
majority of almond pixels for an entire tree. This will be
addressed by algorithms that actively choose the best camera
angle to minimise the range variation to the almonds. An alter-
native approach would be to modify the orchard or tree struc-
ture (e.g. a flatter trellis style geometry) to optimise for
machine vision, but trellises are not currently used for commer-
cial production of almonds to the authors’ knowledge.

� GPS occlusion: The large canopies partially occluded the GPS
satellite signals, requiring sophisticated approaches to data pro-
cessing and mapping. This was solved here by using a tree-
centric localisation approach (Underwood et al., 2015b) and in
other work by using visual odometry (Nuske et al., 2014),
though it is worth noting that these methods add complexity
and additional points of failure to the system. A taller GPS mast
is likely to provide a simpler solution for orchards where cano-
pies do not completely close over the top of the access rows.
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