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Abstract In this paper we present an approach to tree recognition and localisation
in orchard environments for tree-crop applications. The method builds on the natural structure of the orchard by first segmenting the data into individual trees using
a Hidden Semi-Markov Model. Second, a descriptor for representing the characteristics of the trees is introduced, allowing a Hidden Markov Model based matching
method to associate new observations with an existing map of the orchard. The
localisation method is evaluated on a dataset collected in an almond orchard, showing good performance and robustness both to segmentation errors and measurement
noise.

1 Introduction
Recent years have seen the successful adaptation of autonomous machinery in commercial broad-acre agriculture. In contrast, tree-crops, part of the specialty crops
category, are still particularly labour-intensive and suffer from lack of technology
for precision sensing and management. The tight and inhomogeneous operating environments present in these fields pose multiple challenges for automation. Nevertheless, robotics and autonomous systems are expected to provoke a revolution in
agriculture practices [1].
Information systems, such as the estimation of yield and health, as well as the
detection of weeds, pests and diseases, can help to increase agricultural output and
to build new practices that ensure long-term sustainability. For most of these operations, the tree is the natural unit of the orchard. A correct recognition of individual
trees would thus allow high level objectives to be completed, without introducing
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any demands for metric accuracy. As such, the detection and recognition of individual trees is a key enabling component for most aspects of orchard automation.
A key problem for any autonomous robot is localisation; how does the robot
know where it is? In agricultural robotics, the most common approach is to use the
Global Positioning System (GPS). However, in an orchard environment, the dense
and tall vegetation limits the effectiveness and accuracy of GPS, due to occlusion
of the satellite signal. In order to enable the use of smaller and more cost efficient
robots, it is instead desirable to develop GPS independent systems. The robot will
estimate its position using external observations of the environment. However, the
repetitive nature of the environment and the lack of distinct salient landmarks can
create challenges for general purpose non-GPS based techniques such as Simultaneous Localisation and Mapping (SLAM). Perceptual aliasing is when a region
appears visually or geometrically similar to another and is a constant challenge in
orchard environments. On the other hand, orchards have a well defined structure,
being divided into rows and trees, which can be utilised to aid localisation.
In this paper, we use a 3D data representation of an orchard, created by a 2D
LiDAR sensor on a moving ground vehicle, to perform localisation. The approach
presented uses the trees as natural orchard landmarks. The trees are first segmented
and characterised using distinctive features that permit tree recognition. Using these
features for tree recognition, the framework enables topological localisation, or geolocation when the database of trees is geo-referenced.

2 Background
There exist numerous general purpose approaches to segmenting 3D data. For example, the method in [2] can segment multiple arbitrary classes of objects by relying on
spatial separation. Empirically, this was found to yield reasonable results in orchard
environments, however, frequent contact between adjacent tree canopies caused a
percentage of under-segmentation (two trees joined). Using the repetitive orchard
structure explicitly as a constraint for segmentation should lead to superior results,
hence in this work we focus on such methods.
The authors of [3] present a method utilising Gaussian mixture models with an
unknown number of clusters to segment the individual points into trees. In contrast
to this per-point segmentation, the authors of [4] propose a method based on splitting
the row into vertical perpendicular slices of 0.2 metres width. Based on the height of
each slice, the dataset is segmented into trees by employing a Hidden Semi-Markov
Model (HSMM).
Our segmentation approach is an extension of the method presented in [4]. In order to increase the segmentation accuracy and the detection performance with regard
to irregular small trees, the method is extended to incorporate volume measurements
and an additional small-tree state.
To perform localisation based on the segmented trees, it is necessary to be able to
compare the similarity of two trees, as observed with sensor data. Determining tree
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characteristics such as height and volume from 2D LiDAR has been investigated
[5] [6], however, to the authors’ knowledge there has not been significant research
into estimating the similarities of trees measured with 2D LiDAR. Nevertheless,
there exists several generic 3D descriptors that could be used for this purpose.
A common trait among many descriptors is to use the normal direction estimated
using a sub-sample of points [7] [8] [9]. The significant under-sampling of the tree
foliage, due to the sparse nature of the LiDAR data, makes the use of descriptors that
require accurate normals inappropriate. Furthermore, as the data is unevenly sampled due to the varying speed of the robot, descriptors aiming to describe the distribution of points [7] [10] [11] are also deemed as inappropriate. In addition, these
descriptors are often used to discriminate significantly different classes, whereas
we require a descriptor capable of discerning between trees that have been grown
to be as similar as possible. Therefore we introduce a new descriptor, specifically
designed to differentiate the trees in the orchard.
An integral part of the orchard structure is that the trees are divided into rows. The
similarities among trees makes it extremely difficult to perform robust localisation
based on one-to-one matching. The ambiguities in data association can be reduced
by using sequence matching. In [12], Dynamic Time Warping (DTW) was used to
show that sequence-based localisation can be performed despite the information of
each element being severely limited. Another option for sequence alignment is to
use a Hidden Markov Model (HMM) [13] [14]. HMMs provide greater flexibility in
defining the models, making it well suited to explicitly encode the constraints due
to the orchard structure and the sensors’ noise.
HMMs have been successfully applied in numerous localisation problems. In
[13], both sensor measurements and odometry readings are used to perform localisation in a grid map. Another problem was examined in [14], where place based
localisation was performed in an indoor environment based only on sensor measurements. This approach is similar to the one employed in this paper, as we want
to examine what localisation accuracy can be obtained when based only on tree
appearance.
Extending beyond the previous literature on tree segmentation and counting, the
primary contribution of this paper is to provide a tree-centric localisation methodology, which not only separates trees as per [4], but introduces recognition, allowing
us to determine exactly which tree is being observed, by comparison to previously
acquired tree databases.
The remainder of the paper is organised as follows: Section 3 describes the outline of the algorithm as well as the individual steps and Section 4 describes the
experimental setup and evaluation. Section 5 concludes the paper and discusses potential extensions to the method.
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3 Algorithm
The proposed localisation algorithm consists of three dependent steps, as shown in
Fig. 1. The input to the algorithm is a 3D point cloud describing an orchard environment, an excerpt of which is presented in Fig. 2. The data are first segmented into
individual trees, and then the geometric characteristics of each tree are described.
New tree observations are then matched against a reference map of the orchard,
by using a similarity metric. In order to create a reference map, a segmented and
characterised point cloud is associated with a secondary reference source. If global
localisation is required, the secondary source could be from a vehicle with very accurate GPS-based navigation system, or from geo-referenced satellite or aerial imagery. If topological localisation in a local frame is sufficient, the reference source
could simply be the row and tree numbers.

Reference Source

Data

Segmentation

Characterisation

Reference Map

Data

Segmentation

Characterisation

Localisation

Fig. 1 A block representation of the localisation algorithm.

Fig. 2 An excerpt of a point cloud representation of an orchard.

3.1 Tree Segmentation
The first step is to segment the LiDAR data for each row in the orchard. This is
done using the heading of the robot. Afterwards, each row is quantised into vertical
perpendicular slices where the volume and height of each slice are calculated. We
used slices of 0.2 m width in our experiments. The volume is calculated by dividing
the slice into textbfcubic voxels and counting the number of voxels containing at
least one point. The height of a slice is calculated simply as the maximum height of
all points in the slice.
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Using the height and volume information, a Hidden Semi-Markov Model (HSMM)
is used to infer whether the observations of the slice belongs to either: a tree, a gap
(a slice without a tree), the boundary of a tree, or a small tree. Our model differs
from [4] in two respects. First, the volume is used to model the state because the
boundaries between trees with meshed canopies were found to be easier to distinguish by this feature. Second, the small tree state is introduced in order to improve
the performance with regard to irregular small trees (usually new plants).
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Fig. 3 The state transition diagram of the orchard model. Note that the explicit state duration
distributions are not shown.

In order to incorporate prior knowledge of the tree width, the duration of the state
tree is defined as a Gaussian centred around the expected mean width. The small
tree state is given a short uniform distribution, making thin trees more probable.
However, as this may cause repeated transitions between gap and small tree, the
gap state is given a notable minimum duration. Furthermore, different to [4], the
gap distribution is modelled as uniform, as the width of gaps were found to vary
uniformly. Finally, the duration of the boundary state is explicitly set to 1 in order to
guarantee that it is as precise as possible. Fig. 3 illustrates the state transition model.
The height measurements are used to determine the likelihood of the gap and
small tree states, while the volume measurements determine the likelihood of the
tree and boundary states. For the boundary state however, the volume feature is not
used directly. Instead the difference between a broad moving average and a small
moving average of the volume is calculated, giving an estimate of the size of the
local volume compared to the immediate surrounding. An example of this feature is
presented in Fig. 4. Similar to the work done in [4], all observation likelihoods were
hand-tuned.
Difference of Moving Averages
1.4
1.2

Volume [m3]

1
0.8
0.6
0.4
0.2
0
−0.2
−0.4

0

10

20

30

40

50

60

70

Distance [m]

Fig. 4 The measured volume (—) and the difference of moving averages (—).
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Using the model presented above, the Viterbi algorithm [15] is used to find the
optimal state sequence given the measurements. An example of the result is shown
in Fig. 5.

Fig. 5 An typical segmentation result, with unique colours per segment and red boundaries.

3.2 Tree Characterisation
The data collected in the orchard is both sparse and unevenly sampled compared to
the fine geometry of tree canopies, suggesting that the generic 3D descriptors relying
on normal estimation or point distributions will yield inaccurate results. Instead, an
application specific height signature descriptor is introduced, which contains the
height measurements of each slice in the segmented tree. The possibility of using an
equivalent volume descriptor was also examined, however it was shown to be less
consistent. An example height signature descriptor of a single tree is shown in Fig.
6. The tree has been scanned on four separate occasions to illustrate the repeatability
of the signature.
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Fig. 6 The height signature of one tree scanned on four separate occasions.

The signatures are generated from the slice height measurements of consecutive tree state segments of data, and as such, they are not guaranteed to be of equal
length. Therefore the signature difference is calculated by finding the best fit between two signatures. Denoting the longer sequence slong , with length Nlong , and the
shorter sshort , with length Nshort , there are N = Nlong − Nshort + 1 discrete sequence
alignments. For each alignment i, the shorter sequence is padded with zeros:
s0short,i = [0(i) , sshort , 0(N − i − 1)],

(1)
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where 0(i) denotes a vector of i zeros. The minimum distance ∆s is calculated using
the L1 norm:
∆s (slong , sshort ) =

min |slong − s0short,i |

(2)

i∈[0,N−1]

3.3 Localisation
Assuming there exists a prior map where each tree is represented by a descriptor, the
task of the localisation algorithm is to match newly observed trees with the correct
tree in the map. This is useful for online localisation for autonomy and offline (batch
processing) to associate new observations with previously mapped trees, allowing
the health, growth and yield of individual trees to be monitored and stored over time.
In operation, the robot is constrained to move either forwards or backwards along
a row, with no possibility of changing rows before the end is reached. This constraint
is integrated into the localisation algorithm. In addition, if the direction of the robot
is known, for example from odometry, the algorithm is further constrained. Therefore, two localisation methods are presented, one assumes knowledge of the robot’s
direction of motion, while the other does not.
The prior map is represented by a Hidden Markov Model (HMM) [16] where
each state represents an individual tree, seen from a specific side. A height signature
descriptor is stored for each state and the transition matrix is designed to integrate
the motion constraints of the robot. Localisation is performed by computing the
descriptors of a newly observed sequence of trees, comparing the descriptors to
those in the map, and finding the most probable corresponding states in the HMM.
In the online situation, the state sequence is found using the Forward algorithm [16],
while the Forward-Backward algorithm [16] is used in offline localisation.
The robot’s motion is modelled by the transition matrix A, where entries Ai j
contain the probability of the robot moving from tree i to tree j. In order to allow for
segmentation errors, the intra-row transition elements are defined by Eq. 3, allowing
for both self-transitions as well as transitions to non-adjacent trees. If the direction
of the robot is not known, the elements are defined according to Eq. 4, which permits
transition to trees either in front or behind the robot. 
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Transitions between rows are handled by assuming it is possible to move from
one row to any other, including a return into the same row. When Equations (3) or
(4) assign probability mass past the end of the current row, the overhanging mass is
evenly spread among the corresponding entry points of all rows. This is illustrated
by an example where the robot is known to be three trees from the end of a row, with
a constraint of motion to the right in Fig. 7(a) and in either direction in Fig. 7(b).

(a) Directed Row Transition

(b) Undirected Row Transition

Fig. 7 An example of (a) rightward directed and (b) undirected transitions () given the current
position (). The red shading indicates probability.

To determine the likelihood of a state given an observed tree, the difference
between the observed and previously mapped descriptor is compared to the selfsimilarity distribution, shown for real data in Fig. 11. The match likelihood is defined as the cumulative probability of observing a difference larger than the measured difference given an identical tree, shown in Fig. 8 and described further in the
next Section.
Height Signature Observation Distribution
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Fig. 8 The likelihood of a matching tree, given a height signature difference observation, as described in Section 4.1
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4 Algorithm Evaluation
Data were collected at an almond orchard in Mildura (Victoria, Australia), by the
robot shown in Fig. 9(a). The vertically oriented SICK LMS-291 2D LiDAR points
to the right of the vehicle, generating range data at 75Hz, which is swept by the
forward motion of the vehicle. A global positioning inertial navigation system
(GPS/INS) estimates the robot’s trajectory, however, due to the vegetation in the
orchard, the estimates were inaccurate. Nevertheless, this was used to geo-reference
the LiDAR data to create a point cloud, because the INS guarantees local smoothness at the scale of individual trees. Future work will use vehicle odometry to create
a smooth local trajectory, with global corrections provided by the tree matching system proposed by this paper. An aerial view of a small part of the orchard is given
in Fig. 9(b), showing the orchard row structure. Additionally, an overview of the
surveyed orchard block is presented in Fig. 10. Each letter corresponds to scanning
one side of a line of trees, as this quantum of data is treated separately in this paper.
The pairs (B,C), (D,E), (F,G), and (H,I), represent the same line of trees seen from
two different sides. The data are divided into four datasets, with d1 containing all
rows A-J, and d2, d3, d4 being three repeated scans of rows B and C.

(a)

(b)

Fig. 9 Photos from the data collection process showing a) the perception research ground vehicle
“Shrimp” and b) an aerial view of the orchard structure.

Fig. 10 An overview of the surveyed orchard block where the different rows’ sides have been
marked with different letters.
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4.1 Self-similarity Distribution
Using datasets 1 to 4, the height signature difference is calculated for the same trees
seen multiple times in rows B and C, and also for different trees in all rows, to estimate the response of the measure for identical and differing trees. The distributions
are shown in Fig. 11, which indicates that on average, the descriptor is an effective
way to differentiate trees. Note that the cumulative PDF shown previously in Fig. 8
was obtained from these self-similarity distributions.
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Fig. 11 The self-similarity distribution of the height signature descriptor () and the similarity
between different trees ().

4.2 Segmentation
The performance of the segmentation was evaluated by visually inspecting the segmentation on dataset 1 and counting the resulting:
•
•
•
•

True Positives: trees labelled as trees.
False Positives: gaps labelled as trees
False Negatives: trees labelled as gaps
Boundary Errors: a tree/gap boundary that from visual inspection could be placed
more precisely.

True negatives were not counted, as a single gap between two trees is represented
by arbitrarily many consecutive gap states, therefore true negatives are poorly defined. The results of the evaluation are presented in Table 1, showing that the method
accurately detects and segments the trees.
True Positives False Positives False Negatives Boundary Errors
579
0
0
2
Table 1 The performance of the segmentation method applied on dataset 1
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4.3 Characterisation
To determine the applicability of the height signature descriptor for localisation, a
preliminary sequence matching test was done using exhaustive search. Assuming
no segmentation errors, this allows to determine the information contained in the
height signature features. Sequences of trees from datasets 2 to 4 were localised
within a map created from dataset 1. Test sequences of length N were compared
to all possible sequences of length N in the map to find the closest match, by minimising the sum of the individual height descriptor differences. Before the test was
performed, the segmentation was visually inspected and it was verified that there
were no segmentation errors.
The ratio of correct matches was calculated for the height and volume signature descriptors. For completeness, comparison is made to using only the maximum
height, or the total volume of the tree, (analogous to a signature of length 1). The results, presented in Table 2, show that although no descriptor is able to uniquely characterise a single tree, using short sequences provides a considerable performance
increase. The power of sequence matching shows that localisation is possible even
with single point height or volume descriptor, though signatures enable far shorter
sequences. This simple approach presents a good localisation solution, even for the
“kidnapped robot problem”. The only problem is that the method is sensitive to
possible segmentation errors.
Length Simple Volume Simple Height Volume Signature Height Signature
1
3.46
5.48
65.71
74.64
3
34.03
44.48
92.54
98.21
5
63.16
69.97
97.83
99.69
10
85.32
88.40
100.0
100.0
20
99.57
97.85
100.0
100.0
Table 2 The correct match ratio (%) for sequences of length N from datasets 2-4 vs. dataset 1.

4.4 Localisation
To evaluate the performance of the complete HMM based localisation method, a
map was created from dataset 1. Thereafter a sequence of observations was localised in the map and the ratio of correct matches calculated. Two different types
of datasets were localised against the map: real datasets 1 to 4, and synthesised
datasets, created by perturbing the height measurements and boundary positions of
dataset 1. Furthermore, segmentation errors were introduced into all sequences. Using this configuration it is possible to determine both the algorithm’s performance
and its robustness to noise and segmentation errors.
Three different types of segmentation errors were introduced:
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• merge errors: two trees are merged into one;
• split errors: a tree is split into two trees;
• detection errors: a tree is incorrectly labelled as a gap.
The correctness of a match with the segmentation errors introduced was defined
according to the following definitions:
• for a split tree, the correct match for both split components is the original tree;
• for a merged tree, a match is considered to be correct if the merged tree is
matched with either of the two original trees;
• trees labelled as gaps are not part of the matching process and yield neither correct nor incorrect matches.
To calculate appropriate measurement noise values, 1000 slices from datasets 1 to
4 were aligned and the slice height variation was found to be Gaussian with mean of
approximately 0 and standard deviation 0.25m. The boundary
noise was calculated
√
from the variation in tree width according to σwidth = 2 · σboundary , because the
labelled tree width is a function of the two boundaries. The boundary noise σboundary
was found to be 1.0 slices. For the synthesised tests, one noise or segmentation error
parameter was changed while the others remain fixed, as shown in Table 3. Note that
the segmentation error probability is the probability of a tree being affected by any
of the introduced segmentation errors.
Dataset
Boundary StdDev Measurement StdDev Segmentation Error Prob.
Synthesised
0.0-3.0 slices
0.25 m
0.05
Synthesised
1.0 slices
0.0-1.0 m
0.05
Synthesised
1.0 slices
0.25 m
0.00-0.25
Real
0.00-0.25
Table 3 Parameters used to evaluate the performance and robustness of the localisation method.

The localisation performance is shown for varying amounts of introduced segmentation error in Figs. 12(a) and 12(b). The results are similar for the real and synthesised datasets, validating the noise modelling process. As expected, the offline
localisation (smoothing) performs better than the online version (filtering). Using
the direction of the robot is also shown to have a positive impact on the performance, especially when large amounts of segmentation error are introduced. The
performance when the measurement and boundary noise is varied are presented in
Figures 12(c) and 12(d), showing that all but the online undirected localisation perform well even at noise levels significantly larger than those encountered in the real
datasets.

5 Conclusion
A three step localisation algorithm that utilises the inherent structure of the orchard
has been presented. It has been shown that tree height and volume measurements
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Fig. 12 The ratio of correctly matched trees using offline, directed (—) and undirected (---), and
online, directed (—) and undirected (---), localisation. Varying the ratio of segmentation errors
introduced to the a) real b) synthesised datasets. Varying the c) measurement noise and d) boundary
noise.

derived from a 2D LiDAR sensor are sufficiently informative to enable accurate tree
segmentation and for sequence-based orchard-wide tree recognition and localisation. Furthermore, we have shown that the proposed algorithm is robust both against
segmentation errors and measurement noise.
It remains for future work to evaluate the proposed method when using pure vehicle odometry to arrange the LiDAR slices and calculate local height signatures
for each tree. Nevertheless, given the low satellite visibility of the GPS during the
experiments and the subsequent reliance on smooth local trajectories for LiDAR
compilation, we are confident that similar performance can be obtained using odometry. In addition, it is also necessary to evaluate the effects of seasonal variations in
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the trees’ appearance, and to determine appropriate mechanisms for updating the
database to manage the tree signature changes over time.
Acknowledgements This work is supported by the Australian Centre for Field Robotics at the
University of Sydney and Horticulture Australia Limited through project AH11009 Autonomous
Perception Systems for Horticulture Tree Crops.

References
1. M. Bergerman, E. van Henten, J. Billingsley, J. Reid, and D. Mingcong, ”IEEE Robotics
and Automation Society Technical Committee on Agricultural Robotics and Automation.” in
IEEE Robotics & Automation Magazine, 2013.
2. B. Douillard, J. Underwood, N. Kuntz, V. Vlaskine, A. Quadros, P. Morton, and A. Frenkel,
“On the segmentation of 3D LIDAR point clouds.” in Robotics and Automation (ICRA),
IEEE International Conference on, pp. 2798-2805, 2011.
3. M. Nielsen, D. C. Slaughter, C. Gliever, and S. Upadhyaya, “Orchard and tree mapping and
description using stereo vision and lidar.” in SPC-03: IV International workshop on Computer
Image Analysis in agriculture, 2012.
4. C. Wellington, J. Campoy, L. Khot, and R. Ehsani, “Orchard tree modeling for advanced
sprayer control and automatic tree inventory.” in Intelligent Robots and Systems (IROS)
Workshop on Agricultural Robotics, IEEE/RSJ International Conference on, 2012.
5. J. Wei and M. Salyani. “Development of a laser scanner for measuring tree canopy characteristics Phase 2. Foliage density measurement.” Transactions of the ASAE 48, no. 4, pp.
1595-1601, 2005.
6. P. Rosell, J. Ramon, R. Sanz, J. Llorens, J. Arn, M. Ribes-Dasi, J. Masip, F. Camp et al,
“A tractor-mounted scanning LIDAR for the non-destructive measurement of vegetative volume and surface area of tree-row plantations: A comparison with conventional destructive
measurements.” in Biosystems Engineering 102, no. 2, pp. 128-134, 2009.
7. A. E. Johnson, “Spin-images: a representation for 3-D surface matching.” PhD diss., Microsoft Research, 1997.
8. A. Frome, D. Huber, R. Kolluri, T. Blow, and J. Malik, “Recognizing objects in range data
using regional point descriptors.” in Computer Vision-ECCV 2004, pp. 224-237, 2004.
9. R. B. Rusu, N. Blodow, Z. C. Marton, and M. Beetz, “Aligning point cloud views using
persistent feature histograms.” in Intelligent Robots and Systems, IEEE/RSJ International
Conference on, pp. 3384-3391, 2008.
10. R. Osada, T. Funkhouser, B. Chazelle, and D. Dobkin, “Shape distributions.” ACM Transactions on Graphics (TOG) 21, no. 4, pp. 807-832, 2002.
11. W. Wohlkinger and M. Vincze, “Ensemble of shape functions for 3D object classification.”
in Robotics and Biomimetics (ROBIO), IEEE International Conference on, pp. 2987-2992,
2011.
12. M. Milford, “Visual route recognition with a handful of bits.” in Proceedings of Robotics
Science and Systems Conference 2012. University of Sydney, 2012.
13. D. Fox, B. Wolfram, and S. Thrun, “Markov localization for mobile robots in dynamic environments.” in Journal of Artificial Intelligence Research 11, pp. 391-427, 1999.
14. S. Rahman and A. Zelinsky, “Mobile Robot Navigation based on localisation using Hidden
Markov Models.” in Australasian Conference on Robotics and Automation (ACRA), 1999.
15. S. Yu, “Hidden semi-Markov models.” in Artificial Intelligence 174, no. 2, pp. 215-243, 2010.
16. L. R. Rabiner, “A tutorial on hidden Markov models and selected applications in speech
recognition.” in Proceedings of the IEEE 77, no. 2, pp. 257-286, 1989.

