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a b s t r a c t
This paper presents a novel approach for automatic segmentation and object detection of tree crowns in
airborne images captured from a low-ﬂying Unmanned Aerial Vehicle (UAV) in ecology monitoring applications. Cost effective monitoring in these applications necessitates the use of vision-band-only imaging
on the UAV platform; the reduction in spectral resolution (compared to multi- or hyper-spectral imaging)
is balanced by the high spatial resolution available (20 cm/pixel) from the low-ﬂying UAV, when compared to existing satellite or manned-aerial survey data. Our approach to object detection thus uses both
geometry and appearance information (through the use of tree shape and shadow information) in addition to spectral information to help accurately distinguish tree crowns within our application. A predictive geometric template for tree detection is constructed using on-board UAV navigation data, sun
lighting information and information about the geometry of the target crown. A two-stage detection algorithm is then used to segment tree crowns based on spectral (colour) information convolved with information from the predictive template. Results of our approach are presented using airborne image data
collected from a ﬁxed-wing UAV during a weed monitoring and mapping mission over farmland in West
Queensland, Australia.
Ó 2012 International Society for Photogrammetry and Remote Sensing, Inc. (ISPRS) Published by Elsevier
B.V. All rights reserved.

1. Introduction
Tree crown detection is an important ﬁeld in remote sensing research because it provides a means to vegetation distribution mapping, allows biologists to perform tasks such as vegetation density
estimation, vegetation change monitoring and species classiﬁcation (Lucas et al., 2008; Bai et al., 2005). Traditionally, tree crown
detection is performed using a combination of LiDAR, multispectral and hyper-spectral data collected by manned aircraft
(Bunting and Lucas, 2006) or using satellite remote sensing.
Unmanned Aerial Vehicles (UAVs) are a recent technology that
has the potential for ﬁlling the gap of manned aerial surveys and
satellite remote sensing in applications such as vegetation mapping and classiﬁcation (Bryson et al., 2010) by providing high-resolution information (for example, 20 cm/pixel in the context of this
paper) over small areas cost-effectively. UAVs have the advantages
of being low-cost to build and maintain, are typically smaller than
manned aircraft (and thus can be operated from more remote locations with reduced infrastructure) and can operate for longer missions, without risk to human pilots. To ensure cost-effectiveness,
sensor payloads carried by the UAV should also be low-cost, thus
constraining on-board imaging payloads to a low-number of
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spectral bands (usually 3-band vision) in a large number of applications. This reduction in imaging spectral resolution limits the
vegetation discrimination power; important indexes such as Normalised Difference Vegetation Index (NDVI) and Forest Discrimination Index (FDI) (Bunting and Lucas, 2006; Thenkabail et al., 2000;
Sims and Gamon, 2002) cannot be evaluated. The combination of
low spectral resolution and high spatial resolution in the collected
imagery in this application motivates the use of a novel approach
to tree crown detection (and object detection in general); knowledge of the spatial geometry of tree crowns, available through high
resolution imagery, can be used to assist in detection.
This paper aims to detect and map the distribution of tree
crowns in an outdoor unstructured environment using vision
imagery collected from a UAV. To exploit the geometric knowledge
about a target tree, we use information about the tree shadow;
shadows are stable features in an image, having a consistently lower intensity than other parts of the image and thus can be robustly
and accurately detected. Similar approaches for using shadows in
object detection have been proposed in aerial surveying (Larsen
and Rudemo, 1997) and robotics (Agrawal et al., 2010; Matthies
et al., 2008; Santos et al., 2009).
The focus of this paper is on a novel tree crown detection
algorithm using object–shadow relationships and statistical prior
knowledge of shadow and tree crown colour features. A multistage algorithm is used to deal with the different levels of the
vision problem; low-level vision groups pixels with similar prop-
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erties into regions, and high-level vision is responsible for labelling discrete regions. The multi-stage approach is used commonly in robotics and computer vision (Chen et al., 2009; Choi
and Christensen, 2009). The ﬁrst stage of the proposed algorithm
uses image segmentation via Support Vector Machines (SVM)
(Burges, 1998; Vapnik, 2000) and supervised learning based on
user provided training examples. Features including colour and
texture which are difﬁcult to quantify directly are learned statistically from the data set and the original image is then divided
into several meaningfully labelled regions including shadow, potential tree crown and background. In the second stage of the
algorithm, a predictive template is generated using an object
appearance model based on the navigation solution and a solar
position model. The simulated appearance of the target includes
the target with shading and shadow, and is used as a shape feature. The relative position of the target object and its shadow is
treated as the context information and can be used as supporting evidence for detections.
The detection algorithm was evaluated with aerial survey data
collected from northwest Queensland, Australia during July 2009
and August 2010 on an weed mapping mission. We applied the
algorithm to recognise certain types of trees and the overall performance was evaluated using both qualitative and quantitative results. The proposed multi-class detection algorithm was also
compared against a baseline class template algorithm where only
the shadow class is used, and against a modiﬁed intensity template
algorithm based on the work by Pollock (1996), Larsen and Rudemo (1997) and Olofsson et al. (2006) to demonstrate the increase in
discrimination power of the proposed algorithm.
This paper is organised into the following sections. In Section 2
we provide a review on the related work in object recognition and
tree crown delineation. In Section 3 we discuss the context and
application for tree crown detection using the UAV platform. In
Section 4 we provide details on the methodology and algorithms
used for detection. Section 5 presents our experimental setup for
evaluating the detection algorithm and the results of the approach
are described in Section 6. Conclusions and future work are presented in Section 7.

2. Approach and related work
2.1. Object recognition
The aim of object recognition is to identify predeﬁned targets
within an image. Object recognition using geometric models has
gone through signiﬁcant developments in the computer vision
community over the past four decades (Perkins, 1978; Murase
and Nayar, 1995; Lowe, 1999). Three-dimensional object recognition using alignment was one of the ﬁrst model-based object recognition algorithms. The algorithm projects a pre-generated
model onto images and checks the expected features (Huttenlocher, 1988). This approach is extended in our work; instead of
having to model from multiple possible viewpoints, an exact object
template can be generated using the appearance synthetic geometric model with the knowledge of platform pose and sun position.
This extension makes the algorithm robust to viewpoint changes,
greatly reduces the size of the viewpoint search space and allows
the recognition and detection algorithms to run more efﬁciently.
Part-based detectors (Vidal-Naquet and Ullman, 2003; Agarwal
et al., 2004; Crandall and Huttenlocher, 2006) are commonly used
in computer vision applications. Instead of detecting the object
with a single template, the part-based detector is a detection algorithm that applies a collection of templates for each part of the object, acting as weak detectors and combines the responses of the
weak detectors to form a strong detector of the object. In this paper
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we use a part-based detector using both tree geometry and shadow
geometry models together to assist in object detection.
2.2. Tree crown detection algorithms
Fundamentally, tree crown detection and delineation can be
treated as a detection probability estimation task given a set of features including spectrum, shape and context. By assuming the
independence of individual features and an unknown number of
features in the environment, the probability given each feature
can be evaluated individually.
Gougeon (1995) and Leckie et al. (2005) use valley ﬁnding algorithms, in which the pixels with low intensity values are treated as
valleys and the algorithm follows valley pixels to deﬁne the boundary of a tree crown. The valley ﬁnding algorithm uses intensity of
the spectrum as the main source of information and uses a set of
heuristics to trace out the boundary. This approach does not perform well when the boundary is not clearly deﬁned. Region growing methods are an alternative approach to object segmentation. In
region growing, seed points are generated in the image, either at
random (Erikson, 2003, 2004), or by using the local intensity maxima (Culvenor, 2000, 2002). The colour attributes of the surrounding pixels are calculated and integrated into the region based on a
similarity threshold. The regions grow until the boundary of each
region collides. Region growing methods use spectral attributes
as the main source of information and require constraints on size
and shape to perform well.
More recently, Object Based Image Analysis (OBIA) has been applied to tree crown detection (Tiede et al., 2008; Brennan and Webster, 2006; Bunting and Lucas, 2006). In OBIA, individual pixels in
an image with similar colour intensity are grouped into superpixels
referred to as ‘objects’; parameters such as colour, shape and scale
can be varied to control the segmentation process. The objects are
typically part of an image object hierarchy where each object is
connected to neighbouring objects within the same level and to a
‘superobject’ and ‘subobject’ in the higher and lower levels of the
hierarchy. This structure allows objects to be deﬁned at different
scales where links between the objects can be used in inference.
OBIA approaches begin by using spectral and texture information
within certain size and shape constraints, and apply rules to merge
or divide the segments to form tree crowns. Although OBIA performs well in a lot of applications, it cannot be applied directly
to our data set because of the low spectral resolution (three visible
colour bands). Performance issues arise if forest masks based on
NDVI or FDI cannot be generated due to the lack of a near-infrared
band.
Template matching methods have also been applied in tree
crown detection (Pollock, 1996). In this approach, a tree crown
model is generated and is matched against a grey scale image to
detect crowns based on the correlation to the template. This algorithm has been expanded to include shading (Larsen and Rudemo,
1997) and further improvements and implementations to discriminate tree species were shown by Olofsson et al. (2006). Template
matching uses strong assumption about object geometry and typically requires tuning or multiple templates for different object
types.
2.3. Our approach
Existing template matching algorithms convolve a single grey
intensity template to a grey intensity image. These approaches
use the average intensity of the image pixels and discard the useful
colour information. They work well in dense forest data sets where
the entire image is cluttered by trees and nothing else, where any
bright region with the correct shape is very likely to be a tree
crown; however, these approaches work poorly in more open areas
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where intensity maxima do not necessarily correspond to tree
crowns.
In this work we would like to overcome the limitations of the previous work within the context of low-spectral and high-spatial resolution imaging by introducing an integrated framework which uses
the combination of features at different vision level including spectra, shape and context. The algorithm groups pixels with similar
spectral properties into superpixels using mean shift clustering
and then assigns tree candidate, shadow and background labels
using SVM. In Section 6 we show that, due to the low spectral resolution, the detection performance based on only colour information
is problematic, thus motivating further analysis using shape and
context. By incorporating the navigation data of the UAV and the
sun path model we are able to generate a set of viewpoint-invariant
and scale constrained predictive templates of tree crowns and their
shadows separately. Context information is introduced in the last
step to check the validity of the tree crown and shadow alignment.
In this work we also demonstrate that the shadow is an important
piece of supporting evidence for object detection in remote sensing
applications. We demonstrate that by using statistical learning aspects of pattern recognition as well as prior knowledge, we can capture different levels of vision feature information effectively.
The differences between the proposed multi-class part-based
algorithm and the traditional single template algorithm are that,
instead of convolving a grey scale template to the grey scale image,
we use a template matching algorithm based on class labels which
encapsulates colour information. Also instead of a single template
approach, we use a multi-class part-based template to detect the
candidate object and shadow separately. Instead of matching only
the grey scale intensity image, we match each class individually,
and combine the correlation map from each class to model the

relationships between classes. The ﬁnal detection is supported by
high conﬁdence in every class correlation map.

3. Survey area and data
The study sites were at two cattle farms near the township of
Julia Creek (Lat 20°390 South, Long 141°440 East), northwest Queensland, Australia. The area is about 650 km west of Townsville and
270 km east of Mount Isa; the study sites and the ﬂight path of
the UAV are shown in Fig. 1.
The survey area lies on the border of the Mitchell Grass Downs
and the Gulf Plains bioregions. The area is ﬂat and is dominated by
Mitchell grass (Astrebla spp.). Trees and shrubs are distributed
sparsely within the area. The population density of the trees is typically higher along waterways.
The aim of the survey was to determine the distribution of different vegetation species around the area, mainly focussing on
invasive woody weed species including prickly acacia (Acacia
nilotica), parkinsonia (Parkinsonia aculeata) and mesquite (Prosopis
pallida). These weeds cause signiﬁcant damage to the environment
by out competing native species including coolibah (Eucalyptus
coolabah/microtheca) and whitewood (Atalaya hemiglauca) and
reduce productivity in the farming industry through difﬁculty in
land access and cattle mustering.
The robotic platform used to collect data was a one-third scale
J3 Cub aircraft with a sensor payload consisting of a 3CCD camera,
providing 3-bands in the visual spectrum at a resolution of 1024by-768 pixels. The UAV operates at a nominal altitude of 500 m
providing a 200 m by 140 m ground footprint during level ﬂight
with a spatial resolution of approximately 20 cm/pixel. Navigation

Fig. 1. Survey Area: the area is around the township of Julia Creek, located in northwest Queensland, Australia. As indicated from the image, trees are distributed sparsely
with density increasing along waterways. The robotic platform is a scaled down J3 Cub shown on the top left. The coloured lines indicate the ﬂight paths taken during data
collection covering an area of 6-by-2 km in each single ﬂight. (For interpretation of the references to colour in this ﬁgure legend, the reader is referred to the web version of
this article.)
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Fig. 2. Examples of vegetation and tree crowns found in the application area: (a) A eucalyptus tree within a prickly acacia bush. (b) Parkinsonia (c) Mimosa bush (d) Mesquite
(e) Cattle.

data was collected using onboard GPS and inertial sensors. The survey was carried out at two separate locations within the region
with a total of 10 ﬂights, each ﬂight lasting around 1 hr, with
approximately 16000 images collected per ﬂight.
In addition to ﬂight data, a ground-survey of a limited region of
the ﬂight area was performed with the help of weed experts from
the area. A few hundred tree crowns under the ﬂight path were
identiﬁed and classiﬁed and their GPS positions were logged. Examples of different vegetation in the survey area are shown in Fig. 2.
4. Algorithm
The object detection algorithm is divided into the following
steps:
1. Pre-process image using mean shift clustering (Fukunaga and
Hostetler, 1973; Comaniciu and Meer, 2002) to group similar
pixels into superpixels, then pre-classify each superpixel using
spectral features into a shadow, forest mask (tree crown candidate) or background class using a model learnt by SVM.

2. Evaluate shadow direction using the solar path model and UAV
navigation solution. Shadow direction is then used to construct
the object/shadow appearance model which acts as a geometry
prior.
3. Generate separate shadow and tree crown templates to model
shape. These part templates are convolved over the class
regions and act as weak detectors.
4. To explore the relationship between the shadow and the tree
crown, the weak part detectors are combined together to form
the strong object detector.
5. An optimal threshold is applied to the ﬁnal tree crown likelihood map to infer tree crown detections.
The algorithm is illustrated in Fig. 3.
4.1. Image pre-classiﬁcation using mean shift and support vector
machines
The image pre-classiﬁcation stage divides the original image
into three different classes based on colour features. The aim is
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Fig. 3. Algorithm summary: vision and pose information are obtained during each observation. The image is pre-classiﬁed into three classes, whereas the pose information
and the solar model are used to generate the multi-class part-based template. The pre-classiﬁed image and the multi-class part-based template are used to generate the
correlation map indicating the likelihood of the target object in the image coordinates. The weak detectors are generated by matching parts of an object to encapsulate the
shape information. The strong detector is constructed by combining two weak detectors to encapsulate the context information. Multiple scales of the template are used to
capture targets of different sizes. Thresholding is applied to the correlation map to generate detection points.

to change the representation of images from arbitrary colours into
meaningful labels that can be analysed by later stages. The original
image is pre-processed by mean shift clustering (Fukunaga and
Hostetler, 1973; Comaniciu and Meer, 2002) to group pixels with
similar properties into superpixels. The superpixels are then analysed using SVM to assign class labels. The three classes are the
tree crown candidate class, the shadow class and the background
class.
4.1.1. Image pre-processing
Mean shift clustering identiﬁes the spectral mode of the image
data. The algorithm ﬁxes a kernel around each pixel, calculates the
mean value within the kernel and then shifts the kernel towards
the mean value until the algorithm converges. The mean shift algorithm associates each pixel to the closest local maxima in the probability density function of the data set.
By ﬁnding the spectral mode, the mean shift algorithm reduces
local noise due to slight variations in terrain geometry and leaves
shading within a tree crown. This noise confuses the classiﬁer
and reduces the accuracy of image segmentation. The mean shift
algorithm groups pixels into superpixels reducing the size of the
feature vector from every pixel to a smaller number of superpixels
(typically around 1000–2000 per image), in turn reducing the
number of classiﬁcations required.
4.1.2. Image pre-classiﬁcation
The colour features are grouped into one single feature vector x
consisting of three colour channels. A HSV colour space is used
where H is hue, S is saturation and V is value. The HSV colour space
is chosen to reduce the classiﬁer sensitivity towards change in light
intensity.
Each feature vector x has a corresponding label y, where the aim
of training a classiﬁer is to learn a decision boundary from the
training data pairs ðxi ; yi Þ and later use the decision boundary to
predict the labels of feature vectors. The label y is broken up into
three classes: an object class, a shadow class and a background
class.

In this algorithm LibSVM (Chang and Lin, 2001) is used as the
implementation of SVM. Training SVM is an optimisation problem
involving minimisation of Eq. (1) subject to Eqs. (2) and (3).

min
w;b;n

l
X
1 T
w wþC
ni
2
i¼1

ð1Þ

yi ðwT /ðxi Þ þ bÞ P 1  ni

ð2Þ

ni P 0

ð3Þ

where xi is the feature vector and yi is the truth label, w is the normal to the hyperplane, n is a slack variable in case the data set is not
separable, C is the cost assigned to penalise misclassiﬁcation. / is a
mapping function used to deal with the non-linearity of the decision function. A kernel is constructed using the dot product of the
mapping function Kðxi ; xj Þ ¼ /ðxi Þ  /ðxj Þ.
The Radial Basis Function (RBF) K ¼ expðcjjx  xi jj2 Þ is selected
as the kernel for SVM due to its ability to deal with non-linear relationships between the features and the corresponding labels. The
ﬂexibility of the RBF kernel is also a reason for the choice; RBF kernels resemble other kernels in certain parameter settings. The last
factor is the complexity of the model; RBF has less or equal to the
number of hyperparameters compared to other kernels, therefore
the model is easier to optimise.
Training data were selected manually from the mission image
data set. Each training instance xi consisted of three colour channels. A truth label yi is assigned to each training instance xi . A multi-class model (one against all) (Platt et al., 2000) is generated from
the learning process. The model consists of the kernel parameters,
the support vectors and the corresponding weights. Each feature
vector is the spectral mode of the superpixel. The model can then
be used to infer the labels of input feature vectors and the labels
are used to pre-classify the images into the object, shadow and
background class, as illustrated in Fig. 4.
Instead of discrete class labels we use the probabilistic class
output derived from Wu et al. (2004) to the likelihood of the part
object based on the spectral information.
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Fig. 4. Image pre-classiﬁcation using SVM: the spectral mode of the superpixels are extracted from the pre-processed image as input vector x. This input vector x is then
compared with the model consisting of support vectors to predict the label y.

4.2. Object detection using predictive template
Object detection algorithms based purely on statistical information have their performance limited by the quality of the training
data. The use of imagery with low spectral resolution reduces the
discriminating power of the classiﬁer by using only colour. Prior
knowledge such as shape and position of shadows based on the input light direction is too subtle to be incorporated into the statistical learning process. This necessitates the separation of image
pre-classiﬁcation based on statistical learning and object appearance models based on prior knowledge.
The algorithm used to generate a target object appearance model is discussed in this section. The platform navigation data and the
target object outline are used as the prior knowledge in this algorithm; the geometric model is constructed based on the target object outline. Platform position and time are used to estimate the
direction of the incident sun light and then used to predict the
direction and outline of the shadow. Finally, the platform pose is
used to estimate the appearance of the object and shadow in each
observed image frame. The object appearance model encapsulates
both the object shape and context information.
4.2.1. Target object 3D model construction
In this algorithm simple geometric models are used to approximate the outline of the target objects. In contrast to industrial
applications where more complicated models are used, it is not
possible to generalise and model the exact shape of a natural object, therefore a simple geometric shape or a combination of geometric shapes can be used as a good approximation. A similar
approximation approach is taken by Pollock (1996), Larsen and
Rudemo (1997), and Olofsson et al. (2006).
Let the surface function be deﬁned as s ¼ Sðx; y; zÞ. This function
describes the three dimensional shape outline of the target object.

The shape function is constructed based on the prior knowledge of
the target object (position of the surface s). In this paper the algorithm is applied on ellipsoid appearance trees therefore an ellipsoid is used to approximate the shape. In other applications more
complex surface models could be generated by a combination of
geometries.
In addition to the object model which provides the shape prior
information, the shading and shadow cast by the object can provide extra shape information. More importantly, by modelling
the shading and shadow orientation the algorithm is able to exploit
the context information. The orientation of shading and shadow
can be predicted using a solar model and knowledge of the vehicle
pose. Any potential object detections with the wrong shading and
shadow orientation can thus be rejected.
4.2.2. Sun path model
A sun path model is used to estimate the position of the sun in
the sky at deﬁned times and locations where images are collected.
The model returns a vector L which represents the orientation of
the incident light from the sun.
4.2.3. Shading and shadow generation
We can estimate the surface normal function using the surface
function. The surface normal function describes the normal vector
on the object surface. This is then used to estimate the reﬂection
for shading and ray tracing for shadows.
The shading of an object can be estimated using Lambertian
reﬂection, Lambertian reﬂection is a common technique in computer graphics used to model diffuse reﬂection. The Lambertian
reﬂection is a dot product of the incident light and the surface
normal.

ID ¼ L  NIL ¼ jNjjLjcosaIL

ð4Þ
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where ID is the resultant reﬂection, L is the incident light vector, N is
the surface normal function, a is the angle between the two vectors
and IL is the intensity of the incident light. The shadow and shading
construction is shown in Fig. 5.
The shadow of the object is generated using ray tracing; the
incident light vectors that are tangential to surface function are
projected to the ground plane to produce the outline of the shadow. The shadow direction in North-East-Down (NED) coordinates
(SNED ) is the projection of the incident light vector L onto the
ground plane (assuming a ﬂat ground) using the orthogonal projection matrix P NED
.
L
4.2.4. Target object appearance model
The image time stamps are used in the sun path model to predict the exact position of the sun in the sky; combining this with
the platform position allows prediction of the direction of the shadow. The platform pose is used to estimate the camera pose. Combined with the solar model we are able to predict the shadow
position with respect to the target object in each image frame.
The appearance model is then transformed into camera image
coordinates according to the platform navigation solution.
4.3. Correlation map
In the previous sections, image pre-classiﬁcation is performed
using SVM and the object and shadow model is generated using

tree geometry knowledge. In this section, the outputs from both
approaches will be combined to perform object detection.
The output of the statistical model is a pre-classiﬁed image
Sðx; yÞ based on the class labels, the image is divided into three separate regions; background, object and shadow. The output of the
object appearance model is an object shadow template Tðx; yÞ divided into the same three regions. The detection is performed
using correlation template matching described by Eq. (5):

Rðx; yÞ ¼

X
½Tðx0 ; y0 Þ  Sðx þ x0 ; y þ y0 Þ2

ð5Þ

x;y

where Tðx; yÞ is the template, Sðx; yÞ is the segmented image and
Rðx; yÞ is the correlation map. x0 and y0 are the central pixel positions
of the sliding template on the pre-classiﬁed image.
Two correlation maps are generated from each image. The object template is matched with the pre-classiﬁed object candidate
region and the shadow template is matched with the pre-classiﬁed
shadow candidate region. These two correlation maps use the
shape information and act as weak detectors. The two individual
correlation maps are then combined to generate the ﬁnal detection
map. This step encapsulates the context information, that is, the
relative positions of the object and shadow. The ﬁnal correlation
map is a strong detector. This is demonstrated in Figs. 8 and 9.
In this data set the target objects were trees varying in size
depending on environmental conditions and stage of growth. Three
different template sizes were deﬁned according to the prior tree

Fig. 5. Shadow shading construction: (a) the surface function, (b) the surface normal function, (c) the diffusion model generated using Lambertian reﬂection, (d) ray tracing to
generate shadow.
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knowledge on the typical size of the trees. These templates were
created to capture most targets within the size range.
Repeated detections occur when the detection points of different scale overlap each other, more speciﬁcally when the corresponding templates have more than 80% of area in common. This
is a common problem for an object detector. To resolve this problem, the ﬁnal correlation value of the repeated detection at different scales is examined. The optimal detection is chosen to be the
one with the highest correlation value. In case of similar correlation values, the template with larger size is chosen.
5. Experimental setup
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cost generates a more accurate model but may lead to over-ﬁtting. c is the width of RBF which determines the smoothness of
the model.
Cross validation was used to test the model learned from the
data and prevent over ﬁtting. A ﬁve fold cross validation was
used where three classes of data, object, shadow and background
were collected from the image data set. One hundred training instances were collected for each class. The training data set was
then divided evenly into ﬁve subsets, four subsets were used
for training and one subset for testing. The training and testing
subsets were rotated until every single testing subset was
evaluated.

5.1. First stage image pre-classiﬁcation

5.2. Predictive model generation

To evaluate and ﬁnd optimal parameters for the ﬁrst stage
image pre-classiﬁcation, cross validation and grid search were
used. In order to optimise the SVM performance, it was necessary to perform a parameter search over the RBF kernel. The
two parameters used in RBF kernel are C and c. C is the cost assigned to penalise mis-classiﬁcation. Lower cost results in soft
margin which results in high classiﬁcation errors whereas higher

To evaluate the predictive model generation and part-based
model, predictive templates were compared qualitatively to
known objects in the original image. The qualitative evaluation
was performed by visually inspecting the shadow alignment and
shape similarity between the predictive model and the original image, whereas the quantitative evaluation was performed in the ﬁnal detection stage, as described below.

Fig. 6. Stage one results: the results from using machine learning technique only. The top row is the images in red, green and blue colour space, the bottom row is the
classiﬁer multi-class probability output, where green represents the forest mask, blue represents shadow and red represents background. For each individual images, (a) is
the original image; (b) is the image pre-processed with mean shift algorithm; (c) is the classiﬁer probability output without pre-processing the image with mean shift
algorithm; (d) is the classiﬁer output with mean shift algorithm. (For interpretation of the references to colour in this ﬁgure legend, the reader is referred to the web version of
this article.)
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5.3. Second stage detection
To evaluate the detection stage, we compared detection points
to known ground truth surveyed tree crowns. The output of the
algorithm was a continuous value which indicates the likelihood
of detection. To evaluate the overall performance of the algorithm,
the correlation map was thresholded to produce regions of interest. The centroids of each region were used as the position of
detection.
To optimise the threshold value and evaluate the performance
of the tree crown detection algorithm, 30 images were selected
throughout the entire duration of the ﬂight as the ground truth
data set. This wide range of images takes into account different factors including intrinsic properties such as lighting conditions, and
extrinsic object related properties such as concentration of vegetation, size of vegetation, shadow orientation and shape of the shadow projection at different times. This evaluation was used to
indicate the robustness of the entire algorithm. The target objects
were hand labelled in each selected ground truth image. A range
of threshold settings were used by the detection algorithm. Lower
threshold setting soften the decision boundaries and therefore returned more detections but at the same time increased the number
of False Positive (FP) results. Conversely, higher threshold settings
reduced the number of detections and increased the number of
False Negatives (FN).
The True Negatives (TN) were slightly more complicated to deﬁne in this problem. The ground truth positive area was deﬁned by
the pixels within a 20 pixel radius from the ground truth positive
points, therefore the ground truth negative areas were the pixels
outside these regions. The positive detections could be located as
points in the image since they represented the location of targets;
however, the negative detections were not explicitly speciﬁed as
points, therefore the total number of the negative detections could
not be estimated. Because of this, the performance was evaluated

using a precision recall curve which did not require counts on
TN. Precision and recall were deﬁned in Eq. (6).

Precision ¼

TP
TP þ FP

Recall ¼

TP
TP þ FN

ð6Þ

Where TP stands for true positives. Precision is a measure of ratio of
correct detections out of all positive detections (regardless of correct or not); whereas recall is the ratio of correct detection out of
all possible positive detections. The performance of a detector can
be evaluated using the area under a precision recall curve. A good
detector achieves both higher precision and a higher recall at any
point in its curve than a poor detector. This means that the larger
the area under this curve the better the performance.
To evaluate the performance, the proposed multi-class partbased detector was compared against two other algorithms. First,
a baseline algorithm with only shadow template was used and secondly, an extended version of the single template algorithm proposed by Larsen and Rudemo (1997), and Pollock (1996). The
extension was made so the original single template algorithm
could use colour information as well. Firstly, the background class
regions were rejected, then the tree crown and shadow class regions were combined into a single class. The same procedure was
applied to the class templates to form a single template.
6. Results and discussions
6.1. Image pre-classiﬁcation
By using the optimised SVM, the ﬁrst stage image preclassiﬁcation exhibited signs of confusion between object candidate
and background classes (see Fig. 6). This occurred because in this
data set there were a few instances when the object trees and the
background grass had very similar colour features. Humans are good
at distinguishing the difference between tree and background

Fig. 7. Predictive template results: the examples shown here are taken from different times during the ﬂight. On the appearance model the darker area correspond to the
object whereas the lighter area corresponds to the shadow. The relative position of the object and shadow is predicted correctly, also the ellipsoid shape assumption of the
target is valid. Note that the templates are not plotted to the true scale of the objects.
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Fig. 8. Weak detector results: the object and shadow templates are convolved with the corresponding candidate regions in the pre-classiﬁed image. This step utilises shape
information to generate two weak detectors. The correlation maps contains signiﬁcant amounts of false detections.

Fig. 9. Strong detector results: the strong detector is constructed by combining two weak detectors and is obtained by using the element-wise product of the object
correlation map and shadow correlation map. The strong detector encapsulates context information about the object–shadow relationship.
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because humans take additional context information into account.
In this case a human observer would know shadows only exist next
to the actual tree whereas the superpixel based pre-classiﬁcation
algorithm, based on only colour information, is unable to do so.
The object detection algorithm based purely on colour is therefore
not robust. This was one of the main reasons the second stage of
the detection using the context information was required.
6.2. Predictive model generation
Examples of the predictive template and the corresponding image frames are shown in Fig. 7. Qualitative analysis of predictive
template outputs compared to trees in the images shows that the
object and shadow template is well-aligned to the projection of
the object in the image.
A strong similarity in the colour between the tree crown region
and the background region was observed. By contrast, the shadow
was more distinguishable than the tree crown. The similarity in the
reﬂectance between the tree crown and background lowered the
accuracy of the detection algorithm when using a tree crown-only
template (see Fig. 8). The object correlation map was also much noisier compared to the shadow correlation map because the shadow was
a more reliable cue for tree crown detection. The tree crown and shadow templates by themselves act as weak detectors, further noise
reduction and improvement in detection accuracy can be achieved
by combining the weak detectors to form the strong detector.
6.3. Tree crown detection
The construction of the strong detector using the weak detectors is shown in Fig. 9. By comparing the likelihood map of the

weak detector and the strong detector, it can be seen that the
detection using strong detector was more localised, indicating
higher conﬁdence in the detection.
The detection correlation maps of the three variants of template
matching algorithms are shown in Fig. 10 alongside with the original image. The part-based template approach is the proposed algorithm combining the detection response of the weak detectors, the
shadow template approach used only the shadow information and
acting as a baseline comparison, and the single template approach
is based on existing template matching algorithms using a single
class template. Each correlation map contains three template size
responses, the responses to the small, medium and large size template are shown in red, green and blue correspondingly.
The single template correlation map picks up not only the tree
crowns but also contains a lot of false positives because part of the
background could have similar colour feature to the object. The
shadow template has less noisy correlation map because the shadow is often a reliable cue for object detection in open areas. The
part-based template provides the most precise correlation map,
with more localised detection, and more accurate response to the
size of the template.
Although the correlation maps themselves contain rich information including continuous representation of detection locations,
likelihoods and multiple explanation of tree crown size. The correlation maps are hard to evaluate. To quantify the performance difference between each algorithm the correlation maps were threshold
at different levels to produce the precision and recall curves.
The precision recall curves of the three algorithms are shown in
Fig. 11. A better performing algorithm is the one with larger area
underneath the curve. It can be seen the results are consistent with
earlier observations, which indicated that the part-based template

Fig. 10. Algorithm correlation map comparison: the colour in the correlation maps represents the response to different scales of template, the small, medium and large
template size were colour coded red, green and blue correspondingly. The part-based template correlation has the most deﬁned detection area, followed by the shadow
template approach with detections corresponding to darker regions of the image. The correlation map generated by the single template is relatively noisy. (For interpretation
of the references to colour in this ﬁgure legend, the reader is referred to the web version of this article.)
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Fig. 11. Precision recall curve: the shadow template out performs the single template approach because the shadow itself is a reliable cue for detection, and the part-based
template out performs the shadow template approach due to the use of context information.

Table 1
Summary of optimal performance: this table contains the true positives (TP), false positives (FP) and false negatives (FN) of each algorithm at their
corresponding optimal setting.
Detection algorithm

TP

FP

FN

Part-based template
Shadow template
Single template

701
697
674

158
177
207

178
182
205

Precision
0.8161
0.7975
0.7650

Recall
0.7975
0.7929
0.7668

The total number of trees is 879.

approach outperforms the shadow template approach followed by
single template approach.
The precision recall curves represent the overall performance of
the algorithms, each particular data point on the curve contains the
TP, FP and FN values of the corresponding algorithm at a particular
setting as described in Eq. (6). The optimal setting is when the
algorithm achieves both high precision and recall values, as close
to the ð1; 1Þ point on the precision recall graph. The optimal performance of each algorithms are summarised in Table 1.
The ﬁnal detection results are shown in Fig. 12. The images are selected from different times during the ﬂight to show the detection
performance at different viewpoints and different lighting condition.
The centroids of the tree crowns are marked with stars, and the whole
tree crown and shadow are treated as object entities and bounded by
the green boxes. The results show that the detection algorithm is robust to changes in viewpoint. The algorithm is also able to detect
crowns of different sizes deﬁned by the user and a range of shapes.
6.4. Algorithm limitations
There are a few limitations of the proposed multi-class partbased algorithm, the most important is that the algorithm requires

minimal cloud coverage to provide identiﬁable shadows and that
the mission terrain should be relatively ﬂat to ensure proper shadow projection. Also it had been observed that in certain environment the performance of the proposed algorithm could reduce, the
most notable one is in dense forest shown in Fig. 13. The algorithm
is able to reject non-tree region but cannot effectively single out
individual tree crowns because some of the shadows are only partially observable. Another case is with sparse canopy, the algorithm
could confuse one single tree with loose canopy with several smaller trees. The correlation map does provide an alternative solution
by offering multiple explanation of tree crown scale, as can be see
in Fig. 13 sparse canopies have responses to large templates superimposed by responses of multiple smaller templates.

7. Conclusions and future work
This paper presented a novel tree crown detection algorithm
using aerial photos taken from a three channel (red, green and
blue) vision camera mounted on an UAV. This algorithm was designed to overcome the tree crown detection limit due to the low
spectral resolution of the acquired data. The algorithm utilised

182

C. Hung et al. / ISPRS Journal of Photogrammetry and Remote Sensing 68 (2012) 170–183

Fig. 12. Detection results per frame: the images are selected from different times during the ﬂight trial at different view points. The centroid of the tree crowns are marked
with the stars, and the whole tree crown and shadow are treated as one object and are bounded by the green boxes. The results show that the detection algorithm is robust to
changes in viewing point. The algorithm is also able to detect crowns of different sizes and a range of shapes. (For interpretation of the references to colour in this ﬁgure
legend, the reader is referred to the web version of this article.)

Fig. 13. Algorithm limitations: the algorithm does not perform as well in dense closed forest environment due to reduced shadow information. The algorithm also does not
work as well when the canopy sparse, one tree could be mistaken into multiple smaller trees.
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two aspects of pattern recognition: a statistical model learnt from
the data and prior knowledge from the understanding of the problem. The algorithm used features from different vision levels to
estimate the probability of detection. The algorithm learnt colour
features of the target object and matched the labelled image to
the predictive template created using prior knowledge. Two weak
detection maps were generated separately using the target object
and shadow. The weak detection map encapsulated the shape
information. A strong detection map was generated by combining
both the object and shadow detection maps, encapsulating the
context information. The two-stage approach broke down the
otherwise difﬁcult vision problem into manageable sub-problems.
This work extended the original grey intensity template algorithm (Pollock, 1996; Larsen and Rudemo, 1997; Olofsson et al.,
2006) to use colour information, and also replaced the original single template with a multi-class part-based approach. The proposed
algorithm has out performed the current template based approach
in open areas.
For future work, this algorithm could be extended to reduce the
search space of further vegetation classiﬁcation from the entire image data set to a few points of interests. This could be done by
extracting features around the region of interest and training a separate classiﬁer to further differentiate species of vegetation. This
algorithm could also be extended to solve other object recognition
problems within other UAV aerial imaging scenarios, such as
power-line surveying, trafﬁc monitoring and wildlife population
monitoring.
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