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Abstract
The scientific areas of plant genomics and phenomics are capable of improving plant productivity, yet they are limited by the manual labour that is currently required to perform
in-field measurement, and a lack of technology for measuring the physical performance of
crops growing in the field. A variety of sensor technology has the potential to efficiently
measure plant characteristics that are related to production. Recent advances have also
shown that autonomous airborne and manually driven ground-based sensor platforms provide practical mechanisms for deploying the sensors in the field. This paper advances the
state-of-the-art by developing and rigorously testing an efficient system for high throughput
in-field agricultural row-crop phenotyping. The system comprises an autonomous unmanned
ground-vehicle robot for data acquisition and an efficient data post-processing framework to
provide phenotype information over large-scale real-world plant-science trials. Experiments
were performed at three trial locations at two different times of year, resulting in a total
traversal of 43.8 km to scan 7.24 hectares and 2423 plots (including repeated scans). The
height and canopy closure data were found to be highly repeatable (r2 =1.00 N=280,r2 =0.99
N=280, respectively) and accurate with respect to manually gathered field data (r2 =0.95
N=470, r2 =0.91 N=361, respectively), yet more objective and less-reliant on human skill
and experience. The system was found to be a more labour-efficient mechanism for gathering
data, which compares favourably to current standard manual practices.

1

Introduction

Predicted global population increases are expected to cause a doubling in food demand by 2050, while at the
same time the ability to grow more food is threatened by problems of water scarcity, soil fertility and climate
change (Cobb et al., 2013). Significant increases in food production are required, which will necessitate
greater productivity in terms of yield per hectare and efficient use of natural resources. Given that “genetic
diversity provides the basis for all plant improvement” (Cobb et al., 2013), the study of different genetic
varieties of crop (genomics) and how well they grow in different environmental conditions (phenomics) is

critical to meet this challenge. Each year, around the world, millions of agricultural crops (such as grains and
legumes) with different genetic profiles are grown in the field, subjected to different environmental factors
(e.g. exposed to disease, herbicides, water stress, etc.) and the physical response of the plants (e.g. how
tolerant they are, how much yield they produce) is measured. The process is repeated annually, driving
plant productivity and adaptability forward, however, advances in genomics have not been matched by
similar advances in phenomics and the ability to obtain these physical measurements is considered to be the
major bottleneck (Cobb et al., 2013; Deery et al., 2014; Araus and Cairns, 2014).
Crop characteristics (phenotype traits) that are measurable to determine relevant physical differences between plant genotypes or the influences of environmental stresses are typically measured manually by research
staff in the field. This includes subjective visual estimates, objective physical measurement or data generated
by hand-held devices. Many of these traits can be measured by exteroceptive sensors, including colour cameras, multi/hyper-spectral cameras, thermal cameras, fluorescence, ultrasonic range measurement and lidar
(Deery et al., 2014). These sensors can be integrated into complete scanning and data processing systems,
which have the potential to substantially reduce manual labour cost and completely eliminate subjectivity,
while increasing the repeatability, precision and accuracy of the measurements. Commercial facilities and
systems already exist for indoor factory-style plant scanning (Lemnatec, 2016; We Prove Solutions, 2016;
Australian Plant Phenomics Facility, 2016; European Plant Phenotyping Network, 2016), although these
are not perfectly representative of field conditions. Fixed in-field gantry infrastructure (Lemnatec, 2016) is
commercially available, however, the spatial coverage is strictly limited to the area underneath the gantry,
reducing the testable crop variability.
Recent work has shown the potential of mobile sensing platforms for row-crop plant phenomics applications,
including the use of unmanned aerial vehicles (UAVs) (Chapman et al., 2014) and manned ground vehicles
or tractor modifications (Andrade-Sanchez et al., 2014; Busemeyer et al., 2013; Deery et al., 2014; Montes
et al., 2011; Comar et al., 2012). The different platforms offer trade-offs in terms of cost, ease-of-use, sensor
carrying capacity, crop clearance, risk of damage, and transportability (Andrade-Sanchez et al., 2014). UAVs
offer significantly greater coverage with moderate ease-of-use, but are limited in the number of sensors they
can carry and the on-ground-resolution is limited due to altitude. On the other hand, ground vehicles are
able to carry many sensors and produce very high resolution data (sub-plot resolution), yet are typically
more expensive, have greater risk of causing crop damage, are limited in the scale of coverage (Araus
and Cairns, 2014) and to-date have not demonstrated similar levels of practicality and efficiency as UAVs.
Fully autonomous unmanned ground vehicles have the potential to break this trade-off, by providing high
resolution data from numerous sensors, while remaining labour efficient (Cheein and Carelli, 2013) at spatial
scales that are representative of real-world crop phenotyping trials. Developments have been made in this
area (Ruckelshausen et al., 2009; Weiss and Biber, 2011) including a commercial prototype system (Bosch
Deepfield Robotics, 2016), however, to the authors’ knowledge, nobody has reported on the use of a fully
automated ground vehicle platform applied to full-scientific-scale row-crop phenotyping trials.
This paper presents and evaluates a high throughput row-crop field phenotyping system, based on an autonomous unmanned ground vehicle (UGV), to allow high resolution, multi-modal sensing and data processing, while remaining efficient to scan areas of coverage that are typical for real-world scientific phenotyping
trials. We demonstrate the feasibility of the system by generating highly repeatable and accurate data for a
set of real grains and legumes phenotype trials, faster than is currently possible with traditional best-practice
manual measurement. Experiments were performed at three trial locations (total 2.75 hectares, 920 plots)
at two different times of year, resulting in a total scanned area of 7.24 hectares and 43.8 km of traversal to
scan 2423 plots (including repeated scans). In addition to proposing an efficient, complete system for this
task, the scope of experimentation enables discussion on the relative merits of autonomous ground vehicles
for this application, particularly compared to traditional manual best-practice. We include a comprehensive
discussion section to expose the advantages and disadvantages and areas for future improvement, supported
by thorough experimentation.
The contributions of this paper are:

• Development of an autonomous UGV for plant phenotype data acquisition.
• Development of a complete data acquisition and processing framework.
• Evaluation of the utility, efficiency and practicality of using an autonomous ground-based system
for acquiring and processing phenomics data, including discussion of the performance of the system
in the field.
• Analysis of repeatability and accuracy of the measurements on large, statistically significant sample
sizes.
• Discussion of adaptations of a system originally designed for commercial vegetable row crops (The
Ladybird) to scientific grain crop scanning applications.
The paper is organised as follows: The Ladybird UGV system is described in Section 2, including the farm
mapping, path planning and automated control systems that allow entire fields to be scanned autonomously.
In Section 3, several adaptations from commercial vegetable production environments (for which Ladybird
was originally designed) to scientific grain crops are described. Data collection and processing methods
are presented in Sections 4 and 5 with results given in Section 6. Section 7 presents discussion about the
performance of the system and where potential improvements could be made, concluding in Section 8.

2

The Autonomous Ladybird System

The Ladybird robot (Fig. 1) was designed and built in 2014 at the Australian Centre for Field Robotics
(ACFR) at The University of Sydney as a flexible tool to support research and development of robotics
applications for the commercial vegetable production industry. The system was designed for flexibility and
modularity. For efficient research, one system is required to cater for a wide variety of applications, however,
modularity enables decomposition, to rapidly design lower cost bespoke systems for individual commercial
applications. The following is a list of key features:
• Drive mechanism: features four identical, modular, electric drive units. Each has two mechanically
decoupled axes, to rotate the wheel orientation and to drive the wheel. Decoupling minimises soil
shear and power consumption.
• Power system: a bank of Lithium Iron Phosphate (LiFePO4) batteries store and provide power.
The system is charged from the mains and topped up by solar power in the field. Solar provides
enough energy to run the system at low speed on flat terrain, with a net power drain at top speed
over rough terrain. Longevity is determined by the weather and the driving duty cycle and mains
charging has not been required for typical week-long field-trials.
• Computation: is provided by a single Nuvo-3005E-I7QC computer, with an Intel Core i7-3610QE
CPU and 16 GB RAM, running Ubuntu Linux. We use a light-weight, open-source software architecture (Australian Centre for Field Robotics (ACFR), 2016) based on simple data streams, which
facilitates multi-language support with C++ for core elements, Python at the higher level and Bash
scripting at the top.
• Sensing: a multi-modal sensor suite provides information for autonomy and crop perception (see
Fig. 1(b).) Forward and rear facing lidar and a spherical camera support obstacle avoidance and crop
row detection, while RTK GPS/INS allows for map-based farm traversal. Crop sensing is provided
by hyperspectral line-scanning, stereo vision (with strobe), thermal infra-red vision and the same
lidars used for obstacle avoidance.
• Manipulation: is provided by a six degree-of-freedom Universal Robotics UR5 arm. Their proprietary ur-script language is used to interface to the arm. The arm can be configured for direct
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Figure 1: The Ladybird and associated trailer, configured as a mobile field office and real-time-kinematic
(RTK) correction station.

manipulation (such as tilling) and Ladybird also carries a spray unit with a nozzle end-effector, for
targeted spray. The configuration is shown in Fig. 1(c).
• Chassis: the Ladybird is mechanically adjustable for width, height of the central sensing tower,
and height and angle of the solar covers, allowing adaptation for different farm configurations and
crop heights. Adjustment is done by manually loosening bolts, adjusting the physical configuration
and re-tightening. This can be done in the field and the process takes from one minute for the cover
height, to 90 minutes for the width.

Although originally designed for commercial vegetable row crops, the flexibility of the system means that
Ladybird has significant potential for other ground crops including cereals and grains, and for other noncommercial-production applications such as scientific genomics/phenomics studies, which is the focus of this
paper.

2.1

Mapping and Path-Planning

The Ladybird autonomously traverses crop rows and headland by navigating over a pre-constructed farmmap. The user specifies which rows they wish to scan, and a route network planner creates a path (similar to
how a car satnav functions). A trajectory controller guides the Ladybird along the composite path segments,
using a real time kinematic global positioning and inertial navigation system (RTK/GPS/INS) for guidance.
The control system is similar to commercially available controlled traffic farming systems, except that it also
handles headland navigation and changing from one row to the next fully autonomously.
The map is defined by the headland at either end and the rows that run between and this can be built
intuitively in the field by manually driving the Ladybird while recording GPS coordinates. Headlands are
defined by driving along them once. Parallel rows are specified by driving the Ladybird to two locations in
the first row to determine the location and orientation and by providing a constant row offset for adjacent
rows (e.g. 1.75 m or 2 m in this study). A unique non-straight row may be specified in the same way as the
headland. A complete map is built by combining these elements as required. Row-ends are automatically
marked at a constant distance from the headland, to allow slower entry and exit between the headland and
the rows. Commercial farms often exhibit rougher terrain due to wear from tractors near the headland.
Figure 2 shows an example of a map.
Maps can be defined in the field in as little as approximately 30 minutes depending on the size,1 and once
captured they can be re-used. Farms that use GPS guided machinery to create the row spacing may skip
this step, if the geometric details can be downloaded directly from the equipment. Alternatively, maps could
be constructed directly from accurately rectified satellite or aerial imagery where available. Neither option
was available for this study, so all maps were created in the field on the first visit and subsequently re-used.

Figure 2: An example farm map, with seven parallel rows on the left, one non-straight row in the middle
and ten parallel rows on the right. An automatically generated plan is superimposed, to scan eight specific
rows.
The path planner provides shortest distance paths between any two nodes within the map, as a list of
linear segments that the trajectory controller executes in sequence. Paths respect the topology of the map,
meaning the headland is always used to move between rows. A common objective for the Ladybird is to
autonomously scan a specific sequence of rows (e.g. all rows in a particular trial), for which raster scans are
constructed, as illustrated in Fig. 2. In this study, all plots were raster-scanned with the Ladybird facing in
the dominant row direction that pointed toward the sun (driving forwards in one direction then backwards)
to avoid creating shadows on the ground in the field of view of the external hyperspectral sensor.
1 It

took up to 90 minutes for trials with non uniform row spacing, as mistakes required the process to be repeated.

2.2

Platform Control

The planning system provides a set of way-lines in a list, which specify the desired trajectory of the robot.
The control algorithm achieves this trajectory, one way-line at a time, by driving and steering the four
independent wheels of the Ladybird. The transition to the next way-line occurs when the platform comes
within a fixed radius of the way-line end, or crosses a line perpendicular to the way-line at the end, to prevent
orbital motion if the way-point was missed due to lateral control error.
A proportional cross-track and heading way-line controller is used (Underwood, 2009, Chapter 2). When the
vehicle is far away from the line, it should drive (maximally) perpendicular towards the line to reduce the
cross-track error. When the vehicle is on or near the line, it should drive in the direction of the line. The
behaviour is specified in a continuous manner between these two extremes. Ladybird is an omni-directional
platform, with the ability to drive one way while facing any other direction. It can pirouette and alter
the direction of the translational motion vector independently and simultaneously. This gives a distinct
advantage over skid-steered or “Ackerman” (car-style) steered platforms for way-line control; the heading
controller can be decoupled from the cross-track controller. The vehicle can be independently rotated to
point along the way-line (or any other chosen direction), while the platform moves towards and then along
the line, as illustrated in Fig. 3. Once the initial errors are reduced to zero, then at all times the platform,
and therefore the sensor payload, is stably oriented with respect to the field. Any disturbances due to terrain
can be handled by a sideways “crabbing” motion, without having to rotate the platform.
The controller input is the way-line and the current location and heading of the platform (from a Novatel
SPAN RTK/GPS/INS system). The controller output is the turn rate θ̇ and instantaneous translational
motion vector angle in the local robot frame γ (see Fig. 4), which are given by two independent feedback
control laws:
θ̇
γ

= pθ × (θ − θ̂)
π
= ψ + max( , px × x) − θ̂,
2

(1)

for a chosen heading θ, current heading estimate θ̂, way-line bearing ψ and signed perpendicular distance
to the way-line x. The control parameters are the proportional gains pθ and px . The output is combined
with a constant velocity {θ̇, γ, v}, which is then translated to individual wheel angles and rotation rates by
inverse kinematics and consideration of an internal centre of rotation (ICR). Wheel angles and velocities are
controlled independently by commercial-off-the-shelf motor control units, which internally adopt a closed
loop control scheme using feedback from angular encoders. Because each wheel is controlled independently,
this can result in instantaneously invalid ICR geometry, which is measurable from the encoder angles and
platform geometry. When detected, the velocity is temporarily lowered to allow all wheels to align to the
correct ICR before driving full power through the wheel configuration. The proportional gains pθ and px
were tuned by increasing them until the steady state lateral trajectory errors were below acceptable levels,
while confirming visually that oscillation was not significant. This was done both by viewing the platform
in motion in the field and visualising logged trajectories. For our experiments driving autonomously at the
top speed of 1.2 m/s, this resulted in a mean absolute distance (MAD) of cross-rack error of 8.9 mm (6.4
mm standard deviation) for paddocks with all straight rows, with 15.9 km of trajectory. For paddocks with
no straight rows, the error was 10.8 mm (9.8 mm standard deviation) over 10.6 km of trajectory. More
sophisticated control strategies could be used, but simplicity was favoured because centimetre accuracy was
sufficient for this application.
At all times while under autonomous control, a single operator supervises the Ladybird from a line-of-sight
vantage point, to ensure safe operation. The operator carries a fail-safe remote radio e-stop unit, allowing
immediate revocation of control if either the red button is depressed, or radio contact is lost. The operator
may be up to one kilometre away, provided that line-of-sight is preserved and reasonable context can be
perceived (e.g. using binoculars). Additionally, there is a local e-stop button on either side of the robot.

Way-line

Velocity vector
Rotation rate

Figure 3: A successful controller moves the vehicle in order to reduce the cross-track error to zero, while
independently rotating the vehicle to reduce the heading error to zero. In this example, the cross-track error
reduces from the beginning, even though the vehicle is initially pointing away from the line. The heading
error also reduces immediately and in this example reaches zero before the cross-track. In the final stage,
the vehicle “crabs” onto the line, reducing both errors to zero. This figure is an illustration and does not
depict real logged data.

North
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Figure 4: A depiction of the terms from the control law in Equation 1. The cross-track error x is the
perpendicular distance of the vehicle to the line, and the heading error is the angle between the vehicle
heading θ̂ and the desired heading θ. In this example, the desired heading is set to point along the way-line
(crop row) ψ. The vehicle direction of motion is independent from the heading, for the omni-directional
Ladybird. The difference between the red and blue vectors is the control variable denoted γ.

3

Adapting from Commercial to Scientific Crops

The Ladybird system was initially designed for commercial vegetable row crops, whereas this study focusses
on grains that are grown commercially on broad-acre farms. For scientific study, grain crops are typically
organised in rows, similar to commercial vegetable farms, to facilitate access to the crop and to separate
different crops within the trails. Therefore only minor adaptations were required to optimise automated
operation for this study. Some key differences are:
• Commercial vegetable row crops are laid in significantly longer rows (e.g. typically longer than 200
m and potentially kilometres long), where scientific crops may use substantially shorter rows. The
row lengths in this study varied between 40 m and 110 m
• Commercial vegetable row crops are typically laid with a constant row separation (e.g. commonly
1.52 m or 5 feet), whereas scientific crops may use different spacing for different crop varieties. A
common permissible wheel track separation is likely in both cases. In this study, the plots (area
where crops are sown) were all 1.125 m wide, with adjacent rows spaced either 1.75 m or 2 m apart,
to allow increased separation for more vigorous crops. This theoretically permitted a common wheel
spacing between 1.125 m to 1.75 m minus the wheel thickness.
• Commercial crops may have patches of terrain that are difficult for smaller vehicles, due to the
underlying topography, trees, water run-off, etc., whereas scientific crops are more likely to be laid
on uniform, accessible terrain.
• Commercial producers are tolerant of vehicles driving over regions of the crop that grow wide of the
underlying plots, whereas smaller scientific trials are less able to tolerate crop damage, where it may
have a statistically significant impact on results of the trials.
In this section, the applicability of the Ladybird system for gathering scientific crop data is discussed, with
respect to the key challenges faced in the field, including the adaptations and extensions that were made to
optimise the methodology for this study.
3.1

Low tolerance to crop damage

The initial geometry was specified as plot widths of 1.125 m, with either 1.75 m or 2 m row separations, which
would theoretically allow the same 1.52 m (5 foot) wheel spacing commonly encountered by the Ladybird
on commercial farms. Upon arrival on the first field day in August, it was clear that this geometry left too
little clearance, because many of the crops were growing outward, partially into the wheel tracks. Initial
testing revealed that when combined with up to 5 cm residual error from the trajectory control system,2
there would be too much damage to the crop to continue. There was also insufficient clearance to manually
drive Ladybird along the rows. The width of Ladybird was mechanically adjusted on-site on the evening
of the first day, from 1.52 m to 1.65 m. The process took approximately 90 minutes and was ready for the
following day. The control gains (pθ and px from Equation 1) were increased, reducing the mean absolute
cross track error to 8.7 mm for maps with all straight rows and 9.9 mm for maps with all non-straight rows.
This passed the tolerance requirement for this study.
In several cases, contact with the crop could not be avoided. The most vigorous plants in this study expanded
sideways, partially or completely obscuring the wheel tracks between rows. Predominantly vertical crops
were generally brushed back by the vehicle towards the centre of the plots in passing. However, the heaviest
crops including faba beans and field peas hung lower than the wheel radius, due to gravity, meaning they
were overrun. The light weight of the Ladybird (∼325 kg) minimises the risk of significant damage, and the
decision was made to continue. Fig. 5(a) shows a photo of a dense section of faba beans after the Ladybird
2A

5 cm magnitude of control error was acceptable for commercial farms, thus not previously prioritised to reduce it further.

had scanned. A small amount of vegetation has been lightly compressed into the ground and damage was
evident from both sight and smell. The increased risk of unwanted disease penetrating the broken skin of the
plant was reduced by spraying prophylactic fungicide 12 days later, which was a pre-specified, independent
part of the treatment programme. Fig. 5(b) shows a section of overgrown field peas that was overrun by the
Ladybird, which was assessed to have caused negligible damage.

(a) faba beans

(b) field peas

Figure 5: Some of the heavier, more vigorous crops grew low over the inter-row clearance and were overrun
by the Ladybird, causing minor damage to the faba beans (a) and no significant damage to the field peas
(b).
3.2

Inconsistent row geometry

For two of the three test sites (Mallala and Pinery), GPS guided machinery was not used to sow the crop. The
rows at these sites were not perfectly straight, and the spacing between rows varied by approximately ±5cm.
Therefore all Pinery and Mallala scans on the first visit were driven by remote control, with the operator
following close behind the Ladybird for visibility of the wheel positions with respect to the crop. The operator
was unable to drive faster than 0.6m/s and reported that the process was both physically and mentally
exhausting due to the complete concentration required to avoid crop damage. An additional mapping utility
was created to automatically process the entire recorded trajectories of the Ladybird from these sites. The
dominant row and headland orientations are found by extracting the peaks of the vehicle heading histogram,
and the rows and headland are segmented accordingly. Complete maps were constructed automatically from
the August scans and all subsequent trips to the Pinery and Mallala sites were performed fully autonomously.
Another option would be to repeat the exact trajectory from the first visit under automated control (i.e. an
exact playback repetition), however, by constructing a map, any row or combination of rows can be selected
for autonomous traversal, which is convenient.
The third site (Turretfield) was sown using GPS guidance, meaning almost all rows were straight and
consistently spaced. As a result, maps were generated in the field on the first site visit by simply defining
the headlands at each end and the first row of each trial and all Turretfield scans on both visits were fully
autonomous. The constant row separation (1.75 m or 2 m) was used to successfully position all adjacent
rows, with no noticeable error accumulation for the largest plot with 50 rows. This is only possible because
of the global consistency of the GPS measurements that were used when sowing the crop. For example, a

tractor operator without GPS would require a lateral error of less than 7 mm standard deviation to keep the
global error of the 50th row below a maximum acceptable error of 5 cm. Despite near perfect GPS guided
row alignment at Turretfield, one trial had four whole and six partially non-straight rows,3 as shown in Fig. 6.
During the first scan of that site, the operator noticed the vehicle drifting unacceptably close to the crop,
switched the vehicle from autonomous to manual mode (using a toggle on the remote control unit), drove
past the affected region then switched the vehicle back to autonomous mode again, all while continuously
logging sensor data. An additional mapping utility was produced to find all regions of a recorded vehicle
trajectory that are further than a specified threshold (e.g. 5 cm, see Fig. 6) from the map, which are then
optionally adopted by the map for the next autonomous run.
Collectively, the mapping utilities provided a very natural operator interface. Where rows were mostly
straight, simple geometry was easily defined in the field and autonomous operation was commenced immediately. If a non-straight row was encountered during autonomous operation, manual intervention and remote
control occurred and the act of intervention recorded the correction in the map for subsequent operations.
Conversely where all rows were not straight, the operator’s only option in the field was to drive manually, but
having done this once, a complete map for automation was automatically produced and fully autonomous
operation was performed for all subsequent scans, despite the irregularities in the field.

Figure 6: Regions of a recorded trajectory that differ from the map by more than 5 cm. Four whole rows
and 6 partial rows were edited in one of the Turretfield sites in this way. On the initial run, the field operator
manually switched to manual control at these locations to avoid damaging the crops where the rows were
not truly straight. In this way, the map is efficiently corrected by the intervention of the manual operator
in the field.
3.3

Precise Repetition of Scans at Different Times of Year

Repeated scans of the crop were required to be taken at August and September, at a level of precision that
was not previously required in commercial crops. The ability to re-use maps for automation necessitated
centimetre precision in the GPS positioning system while scanning, and centimetre accuracy of the global
alignment of the map from one deployment to the next. The former is within the specification of Ladybird
RTK/GPS system, but the later depends on the availability of fixed RTK infrastructure, which was not
available for this study; the mobile base station in Fig. 1(d) was used with a 20 minute averaging time,
which resulted in greater than two metres standard deviation of global error.4 To compensate for global
error, an ad-hoc but repeatable reference point was chosen relative to the crops, by manually positioning the
robot wheel axles over the first seed row, and recording the translational offset to the same location on the
subsequent visit, as shown in Fig. 7. There is a risk that the reference crop could be damaged by weather
between visits. Fixed concrete infrastructure is preferred for ground based references, however, sufficiently
accurate alignment was achieved for this study.
3 Presumably
4 Setup

caused by a small error in the GPS guidance system when sowing the rows.
speed prioritised over accuracy. Over 24 hours recommended when physical references are unavailable or inconvenient.

(a) Turretfield

(b) Mallala

Figure 7: Two examples of manually positioning the Ladybird axles above the first crop row, to globally
align maps.

4

Data Collection

The Ladybird robot was used to collect data pertaining to a number of different phenotype trials, as outlined in Table 1. The three sites (Mallala, Pinery and Turretfield) were located within a radius of 41 km
(approximately 45 minutes by car) in South Australia. Multiple trials were distributed at each site, with
the largest separation between trial plots of 300 m at the Turretfield site. Table 1 lists the sites, trials and
the number of times they were scanned by the Ladybird in August (17th to 20th) and September (23rd to
25th). Most sites were scanned once during each trip, however, some plots were scanned twice on the same
day, to assess the repeatability of Ladybird measurements.
Statistics are shown in Table 2 for each of the seven days of field work, including the time taken to gather
data, the distance traversed and average velocity of the Ladybird, and the area of land and rate of area
that was scanned. The duration is measured from the beginning of the first log until the end of the last log,
including all breaks in between (e.g. to verify data, converse with stakeholders, break for lunch, etc.). It
does not include the system initialisation at the start of the day or packing up at the end of each day, which
was variable (∼ 30 to 90 minutes), depending on whether we left the equipment on-site overnight or arrived
at a new site in the morning. The average velocity and rate of coverage is calculated only during the periods
of logging (including row and headland traversal) but does not include the aforementioned breaks. The rate
of coverage is plotted in Fig. 8, which illustrates a steady improvement in efficiency that stabilised at the
end of the August campaign and held throughout the whole September campaign. The improvements were
due to the adaptations described in Section 3.
The shortest time spent logging and lowest total coverage occurred on the first day (17/08) at the Pinery site.
Adjustments were required to the physical track-width of the Ladybird and to the software controller gains
to meet the lower error tolerances for this application. No usable data were obtained on that day. On the
second day (18/08) the Pinery site was scanned under manually control at a low velocity (∼0.6 m/s), because
the rows were not straight or regularly separated. The percentage of regular, straight rows was much higher
at the Turretfield site, which allowed autonomy for most plots with manual intervention only required on one
of four trial sites (seen in Fig 6). Between August and September, the adaptations to the mapping system
(see Section 3) were completed, which meant that all trials were scanned fully autonomously in September

Table 1: Trials and Number of Ladybird Scans in August and September
Site
Mallala
Pinery
Pinery
Pinery
Pinery
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
Turretfield
1
2
3

4

Crop
wheat
faba bean
lentil
lentil
lentil
barley
barley
barley
barley
chickpea
chickpea
chickpea
faba bean
lentil
lentil
lentil
field pea
field pea
wheat
wheat
wheat
wheat

Trial
herbicide
SU residue
Metribuzin validation
plant density
SU residue
disease
growth regulant
herbicide
seeding rate
density
disease
nodulation failure
disease
density
herbicide
weeds4
density
herbicide
disease
growth regulant
herbicide
seeding rate

August
1
1
1
1
1
1
1
1
1
1
2
2
2
1
2
1
1
2
1
1
1
1

September
21
0.12
2
03
2
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

Repeated after lidar logging failure during first scan.
Most of the crop was too tall to be scanned.
Crop grew sideways, covering wheel track. Risk of damage considered
too high.
Plant-science objectives abandoned due to weed infestation.

with no manual intervention. The coverage rates for September show minor variation, proportional to the
row length at each site. Ladybird reached the top speed of 1.2 m/s while traversing rows (corresponding
to a coverage rate of 0.71 hectares per hour), but is programmed to travel at 0.5 m/s when changing rows
at the headland. The average rate of coverage is therefore fastest at Mallala (23/09) with 110 m rows,
second fastest at Turretfield (24/09) with ∼50 m rows and slowest at Pinery (25/09) with an average row
length of ∼35 m.5 The rate of coverage reached an asymptote of 0.6 hectares per hour by the last day
in August, which held throughout September. The rate is similar to that reported for a manually driven,
ground-based phenotyping platform (Andrade-Sanchez et al., 2014), which reported 0.84 hectares per hour
at 77% efficiency, equating to an average rate of 0.65 hectares per hour. The in-field statistics show that
the Ladybird system was flexible enough to adapt from commercial farms to scientific crops during the first
field campaign, and further optimisation made full autonomy possible at the top speed of the vehicle for the
subsequent field campaign in September.

5 Rows

at Pinery and Turretfield had similar lengths, but a 12 m end-section of faba beans was scanned at Pinery, which
reduced the average.

Table 2: Data Collection Field Schedule
Month

Day

August

17th
18th
19th
20th
23rd
24th
25th

September

Total
1

2

3

Duration1
(hour:min)
2:22
4:19
8:56
6:47
3:40
3:54
3:30
33:28

Distance2
(km)
0.6
5.6
10.5
7.1
5.8
8.2
6.0
43.8

Velocity2
(m/s)
0.41
0.63
0.84
0.94
1.02
0.93
0.89

Coverage3
(ha/hour)
0.25
0.38
0.50
0.56
0.60
0.55
0.53

Coverage3
(ha)
0.10
0.92
1.74
1.18
0.96
1.35
0.99
7.24

Start of first scan to end of last scan. Includes all downtime between scans of
different fields, but doesn’t include packing and unpacking at start/end of day.
Distance and mean velocity of Ladybird during scans, including headland traversal
and row changes, but not including downtime between scans.
Distance and velocity multiplied by 1.65 m track width.

Daily Average Velocity and Coverage Rate
1.2
1

0.8
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0.4
0.2

Daily Distance Covered (m)
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coverage ha/hour

10000

Figure 8: The daily average velocity and area coverage rates of the Ladybird, while gathering data for this
study.
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Data Processing

Sensor data were recorded in the field and post-processed in the lab, with the objective of transforming
raw unstructured data from the camera, lidar and navigation sensors into phenotypically meaningful traits.
These traits must also be correctly assigned to the specific plots (10 m long section of plants) to which they
correspond, so that the traits can be compared to other sources of field data and ultimately be used for the
scientific objectives of the trials. In all cases, this is done by a three stage process:

1. Georegistration: locating each lidar return or image pixel in global three dimensional (3D) coordinates, using vehicle pose estimation from a Novatel SPAN RTK/GPS/INS
2. Column voxelisation: associating the 3D data to cells in a 2D grid (association but not discretisation)
3. Manual labelling: specifying the rectangular extents of each plot and assigning a unique identifier
(id) to each
4. Calculating statistics: georeferenced, voxelised data are assigned geometrically to each plot and the
statistics of the voxelised data are calculated

Although sensor data were recorded for all sensors listed in Section 2, the scope of this paper is limited to
lidar and hyperspectral data, for which directly comparable manual measurements (crop height from a ruler,
crop closure by visual inspection and NDVI from a Greenseeker) were available. Future work will assess
repeatability of thermal measurements and a comparison of lidar and stereo camera data.
The observed traits are all considered important for grains and legumes phenotyping. Crop height is measured
at multiple times throughout the growing season to calculate growth rate. The height of the mature crop
is also important to measure because it influences harvest procedures, the harvest index (the grain/yield
compared to the dry biomass of the plant), and the lodging risk (when plants grow tall and collapse under
their own weight). NDVI measurements indicate the amount of chlorophyll, which is representative of the
overall greenness and general health of the crop. Chlorophyll is also strongly related to nitrogen concentration
and therefore serves as a proxy for nitrogen levels or the occurrence of nitrogen deficiency. Canopy closure
is important for humidity driven diseases such as Botrytis Grey Mould in lentil and Chocolate Spot in faba
beans. It is also a good reference point for the developmental stage of the crop and growth over the season
and across seasons, and to characterise different varieties. It is likely that it has significant implications
in crops like lentil for weed competition and moisture conservation so it is seen as an important feature to
record. Furthermore, it is difficult to visually measure and time consuming as many repeat observations are
needed to cover a range of varieties, therefore it would be highly beneficial if an unbiased, objective method
to measure canopy closure could be achieved.

5.1

Lidar

Lidar data were obtained from two SICK LDMRS sensors, one facing forward and one rear-ward, as shown in
Fig. 1(b). Each sensor measures the range in four planes spaced approximately 2 degrees apart in total, which
are pitched down from the horizon to intersect perpendicular to the row in front or behind the Ladybird at
a range of approximately 10 m (depending on the pose of the vehicle and the geometry of the crop and the
ground). These particular sensors were chosen for the dual purposes of obstacle avoidance (which was not
required in this study) and to measure the geometry of the ground. The sensors have an 85 degree field of
view (i.e. 42.5 degrees to the left and right of the Ladybird), with an angular resolution of 0.125 degrees.
This provides sufficient resolution to measure height statistics of plants in different plots, but not sufficient
resolution to measure the geometry of individual leaves as discussed in Deery et al. (2014).

The sensors were calibrated using the method in Underwood et al. (2010),6 coupled with a Novatel SPAN
RTK/GPS/INS localisation system. The calibration was performed jointly for both sensors, which allows
them to be combined with minimal registration error.7 The method combines data from both sensors to
produce a single georeferenced three dimensional lidar point cloud. The underlying ground surface altitude
was estimated by the wheel contact points of the Ladybird, and this was subtracted from the point altitudes,
meaning that each lidar point provided a measure of the local height above the ground of that part of the crop.
The 3D points were grouped into a regular 2D grid (column voxelisation) and basic statistics (minimum,
maximum, mean and standard deviation) were calculated on all non-discretised continuous valued points
within each column (voxel). A grid resolution of 3 cm2 was chosen as the smallest grid that would fit into
the available memory (32 GB), but the results were not observed to be sensitive to the particular choice of
resolution.
Fig. 9 shows the mean voxel heights for a single trial, which contain data pertaining to the height and height
variability of every plot within the trial. The data were then assigned to each individual plot as described
in Section 5.3.

Figure 9: Combined forward and rear lidar heights on a 3 cm grid, for the Turretfield cereal trial scanned
in September. Colours represent mean height, from 0 m (white), through yellow, red, to black 0.8 m. Clear
height differences can be seen between plots in this trial. There is variability within plots including visible
seed lines and patches of denser or sparser crop coverage. Additionally, wheel tracks can be seen in the
surrounding crop and black (tall) spots are seen where the operator was in view of the lidar. The figure was
encoded at the regularised 3 cm per pixel resolution and can be zoomed if viewing digitally. Higher resolution
lidar images can be produced from the same raw data, but were not necessary for calculating statistics per
plot for this application, as evidenced by the high accuracy and repeatability presented in Section 6.
5.2

Hyperspectral Imaging

Hyperspectral data were acquired with a Resonon Pika II visible to near-infrared (VNIR) line scanning
camera that was mounted to the Ladybird robot, pointing towards the ground at about 34◦ below horizontal,
such that the visible line intersects the row of crops perpendicularly in front of the Ladybird (see Fig. 1(b).
The geometry results in a scan line that is located about 2.9 m in front of the robot. The camera produces
hyperspectral images of 648 spatial by 244 spectral pixels (spectral resolution of 2 nm from 390.9-887.4 nm)
6 Lidar calibration was performed using a dataset obtained in Pinery on the last day of field work (25/09). Two wooden
stakes were hammered into the ground and used as linear features and the trailer tailgate and a section of flat ground were
used as planar features.
7 Both sensors are required due to the viewing angles. The end sections of crop at the headland are often missed by one or
the other lidar but never by both. An alternative is to use one lidar and overrun the rows by a greater margin.

(a) Uncompensated True RGB Colour

(b) NDVI (0:black 1:white)

Figure 10: Hyperspectral maps of a sample full scan: (a) true RGB and (b) NDVI, featuring lentils at
Pinery in August. The true colour image (a) has not been illumination compensated to illustrate the rapidly
varying solar illumination conditions on this partly cloudy day. In such conditions, both the overall intensity
and spectral shape of the light may vary. The calculation of NDVI (b) compensates for variability in overall
intensity because changes in natural illumination affect both wavebands that are used in the index in a similar
way (Moshou et al., 2011). Compensation for NDVI due to spectral variability requires calibration against a
known source such as the reference panels placed in the field of view of the camera for our experiments. Crop
cuttings were taken from both ends at this site, as destructive bio-mass samples. Statistics were calculated
between and not inclusive of the effected patches. The figures were encoded at the regularised 3 cm per
pixel resolution and can be zoomed if viewing digitally. The full hyperspectral ‘datacube’ is available but
not shown.

at a rate of 133 frames per second and bit depth of 12. A Schneider Cinegon 8 mm objective lens was used at
an aperture setting of approximately f/2.5, and manually focused with a checker board at the expected crop
heights. The lens provides a 33◦ field of view translating to a 3.0 mm/pixel spatial resolution per line scan,
across the row. By design, the lens matches the geometric configuration well, by covering only a small fraction
wider than a single crop row. The resolution along the row depends on the Ladybird’s velocity. At the top
speed of 1.2 m/s, which was used in this study, this equates to a resolution of 9.0 mm/pixel. There is a linear
trade-off between vehicle speed (and therefore rate of scan coverage) and hyperspectral resolution. With
the chosen lens, the camera has an instantaneous field of view (IFOV) of 1.9 mrad, translating to a ground
resolution of 11.8 mm in the direction of travel, which is well matched to the velocity dependent resolution
(9.0 mm) at top speed. We considered mounting the hyperspectral camera underneath the Ladybird covers,
similar to the stereo and thermal crop imaging sensors, however, it was not possible to get a wide enough
lens to cover the full crop bed width from that location, nor a sufficiently bright and broad spectrum strobe
that could fire at 133 frames per second.
For all datasets, white and grey reference panels were manually placed on the ground and imaged at the
beginning and/or end of rows to facilitate radiometric calibration. For a number of scans, a reference panel
was mounted permanently on the robot at the edge of the field of view of the camera, so that it is directly
available for calibration for every pixel. Both are visible in Fig 10(a), as white patches at the row-ends
and wavy white lines at the row-edges respectively. Dark current measurements were recorded regularly, by
completely blocking all light to the sensor, averaged over roughly 10 seconds.
The raw pixel value, digital count (DN) data were first converted to radiance or pseudo-radiance values,
by using data from calibration with a Gigahertz-Optik ISS-19P integrating sphere source, which provides
controlled illumination conditions for camera calibration in the lab. The conversion is done by subtracting the
dark current image, dividing by a flat field DN image measured from the integration sphere and multiplying
by the radiance values measured by the integration sphere (Suomalainen et al., 2014). This mitigates any lens
or sensor based non-uniformities due to spatial vignetting or changes in quantum efficiency over the measured
spectrum. Radiance values were then converted to reflectance using the previously mentioned permanently
mounted panels, for the subset of datasets where these were available. The calibrated reflectance is obtained
by dividing by the reference panel at-sensor radiance and multiplying by it’s reflectance (Yao and Lewis,
2010). The result is reflectance spectra that are invariant to changes in environmental illumination. More
advanced methods of illumination compensation that do not require a continuous view of the reference panel
are possible (Drew and Finlayson, 2007). These were evaluated on the same underlying data from this paper
and reported on separately in Wendel and Underwood (2017).
Georegistration was performed using the platform’s pose estimation from the Novatel SPAN RTK/GPS/INS.
For simplicity, it was assumed that the ground at any point in time corresponds to a horizontal flat plane
located at the Ladybird’s wheel contact points, which compensates for changes in elevation as the vehicle
scans. Using the pinhole camera model, each individual pixel is projected onto the plane, where the focal
point and actual sensor pixel locations are calculated based on the robot’s pose at any point in time. The
ground plane assumption is reasonable where the ground does not slope significantly across the span of the
sensor/ground footprint, which is the case for all trials in the this study. It does not take into account plant
height, which would require co-registration with a 3D model of the foliage (from lidar or stereo imaging).
The method is sufficient for the purpose of aligning the data to the individual plot locations to calculate
metrics and statistics per plot.
As with lidar, resulting 3D hyperspectral points were grouped into a regular 3 cm grid (column voxelisation)
and basic statistics (minimum, maximum, mean and standard deviation) were calculated on the metric of
interest within each voxel. Metrics of interest include the raw spectral values at each wavelength for each
point, true colour RGB (calculated at three appropriate wavelengths), or a suitable ratio or index. This
paper focusses on the Normalised Difference Vegetation Index (NDVI) to allow comparison to Greenseeker8
data.
8 Greenseeker

is a common hand-held sensor used to measure NDVI in the field

The NDVI is calculated with,

N DV I =

N IR − Red
.
N IR + Red

(2)

While the choice for red and NIR bands with multi-spectral cameras is usually straightforward (there is often
only one for each), many different narrow band wavelength combinations have been proposed for use with
hyperspectral data. Nevertheless, centre red and NIR wavelengths at 670 nm and 800 nm are a common
choice in the literature (Thenkabail et al., 2011; Wu et al., 2008), and therefore are the basis for NDVI
calculations in this paper. To reduce the effect of noise, reflectance values were averaged over a spectral
range of 10 nm. NDVI statistics were calculated on all data within each plot (including any soil or other
non-vegetation), as well as just vegetation pixels that were selected above a threshold of 0.4.
In Fig. 10, the result of the calibration and georegistration process can be seen in both true colour RGB and
NDVI. Fig. 11 shows two close up hyperspectral scans in true colour, demonstrating the level of resolution
that the camera is capable of in the current configuration, prior to 3 cm regularisation. The true colour
image looks like a low resolution photo of the crop, yet unlike a regular colour camera image, every pixel has
recorded the full spectrum from 390.9-887.4 nm. Individual leaves and other small details are clearly visible,
opening the door for hyperspectral analysis on an individual plant scale. Close-up NDVI intensity images
of Fig. 11(b) are shown in Fig. 12. Pixels with an NDVI value greater than 0.4 are classified as vegetative,
allowing non-vegetative pixels (soil, dead plant matter, etc.) to be masked out as shown in Fig. 12(b). This
allows the canopy coverage fraction to be estimated as the total number of vegetative pixels divided by the
total pixel count in a given region. Due to the 34◦ camera declination, the images show the crops faade from
this angle, as opposed to an orthogonal top-down view.

(a)

(b)

Figure 11: High resolution close up examples of hyperspectral data shown in true colour. In (a) chickpeas
and in (b) faba beans can be seen. In (b) the calibration target was mounted permanently to Ladybird and
can be seen at the bottom of the image. It appears saturated due to the gain applied for aesthetic purposes
only.

(a) NDVI

(b) Non-vegetation masked in black

Figure 12: A close-up view of an NDVI intensity map of a section of faba beans (a) along with the application
of the vegetation NDVI threshold of 0.4. See Fig. 11(b) for the true colour RGB version of the same image.
The canopy closure fraction is estimated as the ratio of non-black (vegetation) pixels in (b) to all pixels.
The average vegetative NDVI is calculated as the average intensity of non-black (vegetation) pixels in (b).
5.3

Manual Plot Demarcation

The rectangular extents of each plot were labelled manually, by clicking on a display of lidar height data as
in Fig. 13. The data were automatically divided into separate rows by referring to the geometry of the map
that was used for autonomous guidance (e.g. see Fig. 2). Specifically, the region of the crop within 0.6 m
of the row centreline was chosen to avoid boundary effects. Therefore, only the start and end locations of
each plot had to be labelled. These were manually placed at an offset from the ends of the plot to avoid
boundary effects. All trials were designed to have adjacent plots aligned perpendicular to the row direction,
which means the user was only required to label the first row and the geometry is applied to all subsequent
rows. The process is efficient and the total of 920 plots across all trials were labelled in less than 15 minutes.
This included one trial site where every plot in every row had to be manually labelled, because destructive
cuttings to measure biomass were made at non-uniform locations within the plots.
Unique integer identification numbers (ids) were assigned automatically to each plot. These were then
translated to the trial, row and bay designation that was used by the plant science team, as depicted for
one scan that spans four trials in Fig. 14. This step was the most labour intensive, taking several days and
iterations to perfect, with extensive communication between both data and plant scientists. The data within
each plot region were then extracted, statistics were calculated per plot and appended with the unique id, row
and bay designations. This allows comparison to other manual in-field measurements and the experimental
factors of the trials. The output of the data processing pipelines are comma separated value (csv) files for
August and September, where each csv-row corresponds to a single plot and each column contains different
data outputs, including details of the trials, in-field measurements and measurements derived from the lidar
and hyperspectral sensors as described in Section 5. These are analysed for repeatability and consistency in
Section 6

Figure 13: The process of manually labelling plot geometry. Rows are automatically segmented by referring
to the corresponding automation map. Six ‘clicks’ were required for this map, as shown by arrows, to mark
the start and end of the three plots in the first row. The resulting geometry is propagated to all rows.
Random colours denote different plots, with blue for regions between plots that do not belong to the trial.

Figure 14: Maps of unique plot ids from the Ladybird system were manually related to the row and bay field
designation used by the plant science team for their field-work. Where trials were located in adjacent rows,
Ladybird scanned them contiguously. Buffer separation rows are greyed out.
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Results

The processed lidar and hyperspectral data from the Ladybird were analysed, to measure repeatability (self
consistency) and accuracy when compared to equivalent in-field measurements. The results of the analysis
are presented in this section. The data sources that were directly compared on a per-plot basis are listed
below:
• Manual ruler height: three or four plants were chosen subjectively from each plot as representative
of the typical plant in the plot and the highest point above the ground of each was measured with
a ruler without touching plant. The measurements were averaged.
• Manual canopy closure ranking: canopy closure (how enmeshed is the foliage from adjacent
plants) was estimated subjectively by eye on a scale from 1 to 9.
• Manual Greenseeker NDVI: a Greenseeker sensor was used manually in the field to measure the
average NDVI, while walking along each plot.
• Ladybird lidar mean height: the maximum lidar heights that were recorded in each 3 cm2 column
were averaged, to estimate the mean of the top plant surface.
• Ladybird lidar 95th percentile height: of the maximum lidar heights recorded in each 3 cm2
column, the 95th percentile was used to estimate the maximum height of the top plant surface, while
rejecting noise that was typically caused by lidar returns from people walking in the field during
scanning. The process is similar to that described by Deery et al. (2014). The percentile is calculated
using ‘Definition 1’ from Hyndman and Fan (1996), see also ‘nearest rank’ in Wikipedia (2016).
• Ladybird hyperspectral NDVI: the mean NDVI values that were recorded in each 3 cm2 column
were averaged, to provide the average NDVI reading for each whole plot.
• Ladybird hyperspectral canopy closure: the ratio of 3 cm2 NDVI columns that are considered
to be vegetation (with NDVI> 0.4) was calculated to estimate the canopy cover fraction.
• Ladybird hyperspectral vegetation NDVI: the mean of the vegetation-column NDVI values
was calculated, excluding the soil between plants.
The Ladybird scanned all of the plots in all trials both in August and September, however, only a subsection
of plots were scanned twice by the Ladybird and not all manual measurements were available for all of the
plots at both times of year. For the repeatability and accuracy analyses in this paper, all available data were
used (e.g. the maximum possible intersection of different data sources), which means that the sample sizes
vary as reported. No data were rejected as outliers or for any other reason.
6.1

Repeatability

Several of the trials were scanned twice on the same day and both sets of data were post-processed to determine the repeatability of the measurements and the system as a whole, including data acquisition, plot
labelling (which was manually repeated also) and processing. By scanning twice on the same day, repeatability was isolated to consider sensor noise, inconsistencies due to differences in actual vehicle trajectories and
orientations (platform roll, pitch and yaw) during the scan and differences in natural illumination conditions,
while not considering actual deviations in the crop over time due to growth or disease that are assumed to
be constant during the day.9
Highly variable illumination conditions were observed during this study, including days with heavy cloud
cover and rain, sunny clear blue skies, isolated clouds that occluded the sun in as little as 10 seconds (as
9 Other

than minor disturbances due to wind or rare accidental interactions with staff in the field such as footprints.

seen in Fig. 10(a). By chance, however, the weather conditions on the days when repeatability was assessed
were less variable; they were mostly sunny with several small clouds and little apparent variation during the
day. In this case, the illumination variation is due mainly to the changing position of the sun in the sky.
The specific crop or time of year is not relevant to the repeatability analysis so all repeated plots are tested
together regardless of whether they were measured in August or September and without considering which
crop or trial they represent. To assess repeatability, the line of least squared error through the origin is
fit between the two datasets and the gradient and r2 value are reported. Additionally, the error between
values (corresponding to the model y = x) is reported by the mean, standard deviation (SD) and coefficient
of variation (CV). The CV is calculated by dividing the absolute error by the mean for each plot (e.g.
percentage error) and taking the mean of these values over all plots.10 If error is proportional to magnitude,
this provides an unbiased percentage error for a set of repeated measurement pairs (v1i , v2i ):

CV = meani

6.1.1

abs(v1i − v2i )
(v1i + v2i )/2


× 100%.

(3)

Lidar Height Measurements

The repeatability of the Ladybird lidar plot height estimates is shown in Fig. 15. This includes a total of
280 plots from Pinery and Turretfield that were scanned twice on the same day, hours apart.11 The mean
and 95th percentile surface heights are highly repeatable, with a gradient of 1.00 and r2 = 1.00. The error
between scans is zero mean with a standard deviation of 3.7 mm and CV = 2.7% for the mean height and
SD = 4.1 mm, CV = 1.7% for the 95th percentile. To highlight the importance of using a percentile instead
of the maximum when estimating the true peak height of the plot, the repeatability of the maximum is
shown in Fig. 15(c). A line of equality can be seen amongst the noise, indicating that many plots were not
affected by lidar returns from people walking near the robot in the field, however, for the many plots that
were affected the maximum lidar height bears no relationship to the actual height of the crop. Both the mean
and 95th percentile are able to reject this source of noise. Many more plots were affected by people walking
in view of the lidar during August, than in September when 100% of plots were scanned autonomously and
the operator remained in the headland. Regardless, the ability to robustly reject outliers allows people to
work in the field nearby to the vehicle without concern. The mean and 95th percentile provide estimates
of two different physical traits: the mean lidar height estimates the average height of the upper surface of
an entire plot (including all vegetation and bare patches of soil), whereas the 95th percentile estimates the
height of the tallest plant within the plot, which was found to be most closely related to the protocol that
was used for in-field ruler based measurements.
6.1.2

NDVI and Canopy Closure

The repeatability of the Ladybird hyperspectral NDVI and derived canopy closure fraction estimates are
shown in Fig. 16. For this test, the reflective target was not used to compensate for solar illumination,
because that would have restricted the samples to the plots where the target was mounted within view of the
camera. This allowed the same 280 plots to be compared as were used to measure lidar repeatability. The
validity of this approach is verified by Fig. 17, which shows a strong linear relationship between the adjusted
and non-adjusted NDVI values for the 280 plot subset for which the compensation target was available. This
shows that during the relatively static weather conditions observed when repeated scans were made, targetbased illumination compensation does not affect repeatability. The NDVI measures are highly repeatable,
with a gradient of 1.01 and r2 = 0.99. The error between scans is zero mean with a standard deviation
of 0.02 and CV = 3.1% for the average NDVI and SD = 0.01, CV = 1.0% for the vegetative NDVI. The
canopy closure estimates are highly repeatable with a gradient of 1.00, r2 = 0.99, with zero mean error,
SD = 0.03, and coefficient of variation CV = 3.3%.
p
exactly two repeated measurements per plot, abs(v1i − v2i ) = (v1i − v2i )2 = sd.
11 Turretfield repeats were scanned on one day in August and Pinery repeats were scanned on one different day in September.
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Figure 15: The repeatability of Ladybird lidar measurements in metres, for two repeated scans of 280 plots
on the same day. The absolute maximum lidar height (c) is unreliable due to lidar returns from people
(including the operator) causing a fraction of measurements that are higher than the crop. However, within
the data for each plot, the erroneous returns represent a small fraction, meaning that the mean (a) and
the 95th percentile (b) are able to effectively reject the noise and provide a repeatable measure of the crop
height, with a standard error deviation of 3.7 mm and 4.1 mm respectively.
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Figure 16: The repeatability of Ladybird NDVI measurements derived from hyperspectral imagery, for two
repeated scans of 280 plots on the same day: (a) the average NDVI per plot, (b) the average NDVI of
vegetation only, (c) the ratio of vegetation within each plot (canopy closure fraction).
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Figure 17: Ladybird NDVI measurements with and without reference target calibration to remove the effect
of the natural illumination conditions, for the 280 plot subset with repeated scans and illumination target
present. A consistent linear trend was observed due to the relatively constant weather conditions for this
subset.

The repeatability of the manual Greenseeker measurements is also relevant to this study because the Ladybird NDVI is compared to the Greenseeker measurements in Section 6.2. The Greenseeker uses an active
illumination source, which reduces the effect of variable natural illumination conditions and promotes high
repeatability. However, studies have shown that variables such as the distance and orientation with respect
to the target crop impact the measurement values (Kipp et al., 2014; Martin et al., 2012). Therefore the
repeatability of the hand-held system may vary depending on the skill of the operator. Repeated Greenseeker
measurements for this study were only taken in October with three days separation between the measurements (October 16th and 19th). Dry conditions (no rain) from August resulted in stressed plant growth
by October when the repeated measures were taken, resulting in rapid senescence and early harvest. The
canopy cover (and therefore average NDVI) would be expected to be decreasing rapidly at this time. The
Greenseeker repeatability is shown in Fig. 18. The gradient is 0.86, which indicates a 14% reduction of
canopy cover over the three days. Repeatability can not directly be assessed, however, the agreement is high
r2 = 0.96, especially considering the rate of change of the crop. We therefore infer that the Greenseeker
measurements used in this study are highly repeatable.
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In this section, direct comparisons are made between Ladybird measurements and manual in-field measurements, for crop height, NDVI and canopy closure. Both sources of height data are metric and objective,
so equality between them is expected. Both sources of NDVI data are objective, but there are differences
between them regarding how the measurements are made (e.g. spectral band selection and post-processing
methodology, natural vs controlled illumination, how the crop was targeted, etc.) so a simple consistent
relationship is expected, though not necessarily equality. In-field canopy closure estimation was subjective,
whereas Ladybird canopy closure is objective, yet correlation between the two is still expected. For these
direct comparisons, all data from all trials were mixed together regardless of the crop type or trial objectives.
This was done because the measurement processes should be independent; for example, although the height
of the crop may be correlated to the variety or treatment, how the height is measured is independent. The
August and September data were separated so that each comparison contains one datum per field plot.
6.2.1

Ladybird Lidar Height vs In-Field Ruler

The relationship between Ladybird lidar height estimates and the in-field ruler measurements is shown
in Fig. 19. A strong relationship was observed between the mean height from the Ladybird lidar and
the ruler measurements in August (r2 = 0.90) and September (r2 = 0.95). The gradient differed from
unity, indicating the mean heights were 77% and 87% compared to field ruler measurements in August and

September respectively. A strong relationship was observed between the 95th percentile lidar heights and the
ruler measurements in August (r2 = 0.88) and September (r2 = 0.95), with a gradient close to unity (1.01
and 0.98) respectively. The unity gradient of the percentile measurements shows that this was a better proxy
to the in-field ruler measurement protocol, whereby three or four ‘representative’ plants were selected within
each plot, and the height to the tallest part of the plant was measured without contact. The mean heights
are also likely to be useful as a phenotyping tool, which would be harder to measure manually in the field
with a ruler. The September percentile measurements were more accurate than in August, as shown by the
increase from r2 ∼ 0.88 to r2 = 0.95. This is due to the improvements to the system that were made between
August and September (see Section 3) that allowed every plot to be scanned autonomously in September,
whereas in August only Turretfield was autonomously scanned. The standard deviation of error between
the percentile and ruler measurements was 4.6 cm. Given the high repeatability of the lidar measurements
(SD ∼ 4 mm), the differences are likely to be due to the subjectivity of the plant selection process and the
potential inaccuracy of the ruler measurements in the field, where the ruler is oriented vertically by eye and
recorded to the nearest centimetre.
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Figure 19: Comparison of Ladybird lidar plot heights to in-field ruler measurements for 686 plots in August
and 470 plots in September. The lidar heights exhibit a strong relationship to the ruler measurements
(r2 > 0.88). The 95th percentile compares most accurately and directly with the ruler heights, with zero
mean error and a close to unity gradient. The least squared error line were clamped with zero offset as higher
order polynomials did not substantially improve the r2 value and we expect the line to intersect the origin.
6.2.2

Ladybird Hyperspectral NDVI vs Greenseeker NDVI and Canopy Closure

The relationship between Ladybird hyperspectral NDVI estimates and the manual Greenseeker measurements
is shown in Fig. 20. There is a moderately strong linear relationship in August (r2 = 0.83) and September
(r2 = 0.72). The least squared error linear relationship in August has a near unity gradient of 1.01 with an
offset of 0.09. In September the gradient is 0.87 with an offset of 0.20. The August model (y = 1.01x + 0.09)
explains the September data almost as well as the September model, with only a small reduction in r2 from
0.72 to 0.70. Conversely the September model does not explain the August data well (r2 = 0.64). This is

because by September, the canopies of most plots have fully closed, which reduces the variation of NDVI in
the data, with values all clustered near 0.8.12 Therefore only the August data are considered to be appropriate
to describe the relationship between the Ladybird and Greenseeker NDVI values. Some of the data were
obtained on the same day, or one or two days apart, but no significant improvement was observed if the data
are restricted to those obtained on the same day.13
Despite a clear relationship between the Greenseeker and NDVI values (gradient of 1.01, r2 = 0.83 in
August), the relationship was imprecise. This is a surprising result, because high repeatability was observed
for both the Ladybird (r2 = 0.99) and Greenseeker (r2 = 0.96). It appears that subtle differences in how the
measurements are made, internally, including spectral bands and signal processing and externally, including
stand-off distances and angles to the crop, as a function of the crops’ physical traits may be responsible for
the systematic errors between the measurements.
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Figure 20: Comparison of Ladybird hyperspectral NDVI and Greenseeker NDVI. There were 388 plots in
August where the two sources of data were obtained within 2 days and 314 plots in September that were all
measured one day apart.
Both Ladybird and Greenseeker NDVI measurements were compared to the in-field subjective canopy closure
ranking on a scale from 1 to 9. In-field rankings were only recorded in August, because in September the
canopies were mostly completely closed. A strong correlation is expected, because the average NDVI is
predominantly driven by the fraction of vegetation (and therefore vegetative pixels) observed in a given area.
The relationships are shown in Fig. 21. A moderate relationship was observed between the Greenseeker NDVI
and in-field canopy closure ranking (r2 = 0.72), whereas a strong relationship was observed between the
Ladybird NDVI and closure (r2 = 0.91). In both cases unity gradients are not expected, as the relationship
between NDVI values and the subjective ranking system is arbitrary.
Unlike the Greenseeker, the Ladybird is capable of georeferencing the hyperspectral data,14 enabling vegetation and soil to be explicitly classified and mapped as shown in Section 5. This allows Ladybird to directly
and explicitly estimate the canopy coverage fraction in a given area on the ground (e.g. each test plot).
The resulting closure estimates were also compared to the in-field closure ranking, as shown in Fig. 22(a).
A strong relationship was observed between the Ladybird closure fraction estimates and the in-field closure
ranking (r2 = 0.91), but this is no stronger than the direct relationship between Ladybird NDVI and closure.
As with NDVI, the gradient is not expected to be unity, but it can be seen from the graph that the lowest
ranking of ‘1’ maps to a coverage fraction of zero, while the highest ranking of 9 equates to a coverage
fraction of one, which clearly shows that the subjective in-field ranking system is linear with respect to
the coverage fraction measured by Ladybird. Furthermore, if the ranking system is re-scaled from 0 to 1
12 The variation of NDVI amongst the plots was small in September, but the variation of height was significant, allowing
valid lidar and ruler height comparisons in both August and September.
13 Greenseeker data were also available at 18 and 48 days separation to the Ladybird data, but the crop had changed too
much during this time to use these for comparison.
14 It is possible to post-process Greenseeker data to provide the coverage fraction in contiguous swathes from where data
were sampled, but not to interrogate the data in different geographical regions.
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Figure 21: Comparison of Greenseeker and Ladybird NDVI to in-field canopy closure rankings on a scale
from 1 to 9. Data were obtained from 361 plots in August. Ladybird NDVI has a stronger relationship to
closure (r2 = 0.91) than Greenseeker (r2 = 0.72).
instead of 1 to 9 (using r0−1 = (r1−9 − 1)/8), we then observed a gradient of 1.02 (near unity) in the least
squared error fit between Ladybird and the in-field rankings, as shown in Fig. 22(b). The relationship with
Ladybird closure and the re-scaled rankings is equally strong as that between Ladybird NDVI and the raw
rankings (r2 = 0.91 for both), but has the added advantage of being equatable to the crop cover fraction.
The relationships presented here are all highly linear, meaning that there is no mathematical advantage to
using Ladybird closure instead of Ladybird NDVI to model any phenotype of interest. Nevertheless, it is
more intuitively interpretable, which is an advantage if such a system is to replace existing field measurement
protocols.
When assessing the Ladybird and Greenseeker NDVI measurements, both were found to be repeatable, yet
noisy when compared. It could be argued that the substantially stronger relationship between Ladybird
NDVI and in-field closure ranking (r2 = 0.91) compared to Greenseeker (r2 = 0.72) suggests the deadlock
is broken in favour of the Ladybird measurements. Certainly, for any phenotyping task where the current
in-field rankings are considered to be useful, the Ladybird data are the preferred replacement, both for
accuracy and reduction of labour.
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Figure 22: Comparison of Ladybird closure fraction estimates to in-field closure rankings. Original rankings
from 1 to 9 (a) and linearly rescaled from zero to one (b). Data were obtained from 361 plots in August.
The re-scaled gradient is 1.02, meaning that the Ladybird closure estimates are directly equivalent to the
scaled rankings.

7

Discussion

In this section, the results of the study are discussed, leading to recommendations for future work.
7.1

Demonstrated Benefits of Autonomy

In this study, we showed that an autonomous ground vehicle is well suited to scientific plant phenotyping
applications, in particular to the task of acquiring and processing data pertaining to the plant phenotypes
from the field. Currently, there is a reliance on labour intensive manual measurement practices, which
include both objective and subjective measurements. Objective measurements, such as using a ruler to
measure plant height or using an NDVI sensor to measure canopy closure still have a degree of subjectivity,
because it is up to the choice and skill of the operator to select which plant to measure (they do not have
time to measure all of them), or to correctly position the sensor. Furthermore, manual measurement also
introduces a burdensome process of data management. Hand written notes from the field must be tabulated
correctly and sensor data must be downloaded from hand-held devices and correctly associated to the field
plot map. Errors in data management (such as incorrect alignment to plots) are potentially far worse than
errors in data such as noise, because the magnitude of error can be greater and the nature of the error is
not stochastic and therefore more misleading when analysed. Data management for manual measurements
(with rulers or sensors) can be simplified by using GPS capable devices (e.g. GPS within the hand-held
sensor, or a GPS equipped digital field notebook) as long as consistent georeferenced maps of the field are
available and the accuracy of the GPS tags is sufficient. In practice, although scientific trial plots may be
laid accurately using GPS guided machinery, the trial and field data are often maintained with respect to
human-centric labels such as row and bay numbers, rather GPS coordinates, because for the predominantly
human-driven tasks of in-field data acquisition and subsequent data processing, such human-centric labels
are more intuitive, convenient and less prone to error unless the entire process is automated with software.
In this context, fully automated field robotic systems present two distinct advantages: labour saving and
accuracy.
The labour component of the field work (data acquisition) may be substantially reduced with the use of an
autonomous vehicle. For this study, all field work was done with a team of two experienced robot operators.
One person focussed on monitoring the vehicle with the fail-safe e-stop, the other monitored the system
digitally, to ensure data were logging correctly. The system could be run by a single person, but this would
potentially lower the upper limit on how much area could be scanned in one day. This study showed that
the Ladybird platform was capable of scanning up to 0.6 hectares per hour at less than 10 seconds per plot.
This is significantly faster than a single human can achieve for hand measurements such as ruler heights,
which typically take two people one minute per plot. It is a similar rate to manual hand-held NDVI sensing,
which can be done by one person at walking pace (similar to the velocity of the Ladybird). Additionally,
the Ladybird system can run throughout the day without a break or through the night with active sensors
such as the lidar, although both are currently limited by the need to have a human supervisor at all times
to guarantee safety. Nevertheless, the system opens the opportunity to scan more frequently; for example,
entire half-hectare trials could be scanned hourly throughout the whole year, or larger trials could be scanned
daily, with utility depending on the relevant dynamics of plant growth. system opens the opportunity to
scan more frequently; for example, entire half-hectare trials could be scanned hourly throughout the whole
year, or larger trials could be scanned daily, with utility depending on the relevant dynamics of plant growth.
Data management has been identified as a bottleneck for high throughput field phenotyping (Araus and
Cairns, 2014). The data management and processing labour may also be substantially reduced with autonomy. This study showed that with just a few clicks per trial on a digital map (two per plot in the first row),
all subsequent data could automatically be registered for all future scans. The map building process took
between 30 and 90 minutes in the field per co-located group of trial plots (which was necessary to allow
autonomous operation) and the plot labelling process took just 15 minutes in the office for all trial plots
at all sites. This allowed 2423 plots (including repeated scans) to be registered automatically by software.
The close agreement between Ladybird and manual measurements that were observed in this study indicate

that both were registered correctly, though the housekeeping of data for the autonomous system takes less
time and arguably has less potential for failure. The translation of the Ladybird’s internal database and the
human-centric row and bay designations was a time consuming task, that took two people several hours and
multiple iterations over a week long period to perfect. In a fully autonomous operation this translation is
not required. For the foreseeable future, however, systems will require interoperation that necessitates this
task. The translation process will be streamlined in future work.
Autonomous systems offer very precise repeatability, which is a necessary precursor for accuracy for any
instrument. The repeatability was very high for lidar height measurements (r2 = 1.00, CV=1.7%) and
NDVI (r2 = 0.99, CV=3.1%), which was achieved in part due to the accuracy of the georeferencing system
(particularly the tactical grade Novatel SPAN RTK/GPS inertial navigation system) and in part due to the
precision of the trajectory control system (which is a function of both navigation accuracy and controller
performance), which achieved control errors of approximately 1.0 cm.15 The control accuracy is important,
because it equates to the repeatability of how the sensors were positioned in space and time above the crop.
Georeferencing accuracy relates to the ability to generate repeatable maps despite such differences in sensor
trajectory. The accuracy of autonomous measurements is also insured against plot alignment failures that
were discussed above.
The accuracy of the Ladybird system was found to be high, as evidenced by the comparisons with traditional
measurement approaches and underscored by the high repeatability. A strong relationship was observed
between the 95th percentile lidar heights and the ruler measurements in August (r2 = 0.88) and September
(r2 = 0.95), with a gradient close to unity (1.01 and 0.98) respectively. The relationship was even stronger
in September when full autonomy was achieved for all trials, which is most indicative of the expected level
of performance for such an autonomous system. Moderate agreement was observed between the Ladybird
and Greenseeker NDVI values (gradient of 1.01, r2 = 0.83). The agreement between the Ladybird-derived
canopy closure fraction and field rankings was high for the Ladybird (r2 = 0.91) and lower for the Greenseeker
(r2 = 0.72), suggesting the Ladybird estimates were more representative of the crop phenotype. The manual
canopy closure measurements were subjective but were performed by experienced plant-scientists. Given the
strong agreement with the objective measurements from the Ladybird (r2 = 0.91), and the extremely high
repeatability (a gradient of 1.00, r2 = 0.99, zero mean error, SD = 0.03, CV = 3.3%), we conclude that our
approach offers an objective, repeatable and accurate replacement that does not rely on skill or subjectivity.
Overall, the results show that the Ladybird was able to provide highly accurate, highly repeatable, objective
data to replace the conventional manual measurement approaches that are known to be important for this
phenotyping application.
7.2

Sensor Choice

The sensors that were used in this study were not optimised (optimally chosen) for the particular phenotype
traits of interest. The Ladybird was designed as a general purpose agricultural research platform (with
commercial crops as a focus), so the sensors were selected to support a breadth of potential use cases. By
contrast, there has been research with a greater emphasis on which sensors may work best when combined
with mobile ground based sensing (Deery et al., 2014; Busemeyer et al., 2013). For example, our lidar
selection sacrificed on-the-crop resolution for a wider field of view that could simultaneously support obstacle
detection,16 whereas a higher resolution sensor has been shown to be capable of measuring individual leaf
geometries (Deery et al., 2014). Similarly, the hand-held Greenseeker achieved a high degree of repeatability
for NDVI measurements (r2 = 0.96) at a lower cost than typical hyperspectral sensors, despite the potential
for the operator’s skill to impact the data (Kipp et al., 2014). There are distinct advantages to using an
active sensor such as the Greenseeker, compared to the natural illumination relied upon by the Ladybird
hyperspectral sensor. A sensible approach for NDVI sensing may be the integration of Greenseeker on
an autonomous ground vehicle. The hyperspectral sensor was employed in this study as part of a wider
15 It is likely that this could be further reduced with the introduction of an integral controller term in Equation1, but no
further reduction was necessary in this study.
16 Lidar based obstacle detection was not in fact needed or used for this study.

program of research that may open additional avenues of sensing that are not available on dedicated multispectral systems such as the Greenseeker. Although both the Ladybird and Greenseeker measurements were
repeatable, the relationship between them was relatively noisy by comparison. It was difficult to conclude
from this study which method was better able to measure the reflectance of the crop, however, in practical
terms where the data are to be used as a proxy for canopy closure fractions, the Ladybird data showed a
significantly stronger relationship to the subjective in-field closure rankings (r2 = 91 compared to r2 = 0.72).
For this study, the Ladybird data would be of greater use for phenotyping where manual closure estimates
are currently considered useful.
As part of this study, data were logged from other relevant sensors, including a downward looking colour
stereo pair and thermal infrared camera. These sensors are potentially relevant for phenotype applications,
however, it remains as future work to process and compare these in terms of accuracy and relevance to the
broader trial objectives. The stereo camera data could be used to estimate geometric properties such as crop
height, and monocular imagery could be used to calculate crop cover fraction, as lower cost alternatives to
lidar and hyperspectral sensing respectively. The thermal data may be correlated to plant stresses (Deery
et al., 2014), although in this study, no appropriate ground truth was available to estimate thermal accuracy.
7.3

Room for Improvement

Several aspects of the system could be further improved to streamline the use of an autonomous ground
vehicle such as Ladybird for phenotyping. Additionally, improvements could be made to how the crops are
prepared for the integration of autonomous platforms.
7.3.1

Ladybird

Many components were optimised during this study, as described in Section 3, which resulted in improved
field performance peaking at 0.6 hectares per hour and improved post-processing software. But could the
rate of coverage be pushed further? By the end of the August data acquisition, Ladybird was operated 100%
autonomously at its top speed of 1.2 m/s. The rate of coverage reached an asymptote at this point, with
subsequent fluctuations due only to the ratio of row length (traversed at full speed) and headland (traversed
at half speed). The rate of coverage is therefore limited primarily by the top speed of the Ladybird, multiplied
by the width of the sensor footprint on the ground. For scanning sensors such as the lidar and hyperspectral
camera, there is also a linear trade-off between velocity and effective resolution. Alternatively, if the same
resolution of data is required, then doubling the velocity requires the sensor frame rates to also be doubled.
The limiting factors for the Ladybird scan coverage rate are therefore:
• The vehicle top speed of 1.2 m/s
• The headland velocity limitation of 0.5 m/s
• The sensor footprint being limited to one row
• The sensor data rate
With the Ladybird system as tested in this study, the maximum velocity was already reached and although
the headland speed could physically be increased, it would reduce safety for diminishing returns. The
hyperspectral footprint could be widened to span multiple rows by using a different lens, resulting in lower
resolution. It may be reasonable to expand this to cover a total of three rows instead of one, which would
result in a similar resolution across and along the row (at top speed). The lidar data already spanned several
rows either side of the traversed row and was clipped in post-processing, so the wider lidar footprint is
available at no cost to resolution. This would feasibly allow Ladybird to skip every third row, which would

increase coverage to 1.8 ha/h. The adjacent-row lidar data from this study could be analysed in future
work to test performance when skipping rows and the hyperspectral data could be artificially thinned to
test expected performance with a wider lens. Similarly, all sources of data could be artificially thinned to
simulate the lower resolutions expected from faster moving platforms than the Ladybird.
One potential advantage of autonomous phenotyping systems is to reduce labour. Two operators were
required to comfortably operate the Ladybird for this study, which already presents a significant reduction
in labour compared to the manual field measurement processes. With minor improvements to the Ladybird
system, one operator could both guarantee safety and confirm the correct functioning of the sensor system.
Developments are already under-way to host the system status on a simple web front-end that will reduce
the operator burden. Nevertheless, at least one operator is likely to be required as a safety guarantor for
the foreseeable future for Ladybird and other autonomous ground vehicle systems for agriculture. There
is ongoing research towards autonomous agricultural ground vehicles that are able to detect and avoid
obstacles (Reina and Milella, 2012; Ball et al., 2015), however, machine perception systems face significant
challenges to long-term reliability that are not so easily solved (Underwood, 2009) and long term unsupervised
deployments have not yet been tested for agricultural applications. One solution may be to achieve safety
guarantees by restricting human access to the sites with physical barriers, as was done by Patrick Stevedores
when developing a now operational fully autonomous port-side cargo handling facility in Australia (Asciano,
2016). As long as at least one operator is required, labour savings are limited to the rate of coverage of
the vehicle. Once the operator is removed, further gains can be made by operating day and night without
supervision. For large trials, one operator may already be able to operate multiple Ladybird platforms,
which would also increase the rate of coverage and reduce labour, but this remains untested.
Another key area for improvement is to streamline the translation between the human-centric description
of a trial (trial names, row numbers, bay numbers) and the internal representation used by the Ladybird
(unique plot identifier). One option would be to generate the Ladybird farm map (as in Section 2.1) using
the same row numbering and naming scheme a-priori and to replace unique plot identifiers with the unique
human-centric triplets {trial, row, bay}. However, if a mistake was made in preparation and discovered in
the field, it would have to be corrected before logging could be performed, or the same translation step
would still be required. An alternate approach would be to manually geo-tag the key locations in the field
with a hand-held device, such as the first row and bay of each trial. This would allow automated software
to translate between both systems using geo-positions as a common denominator. In the near term it is
likely that autonomous technology will work alongside field scientists rather than replacing them, so it is
recommended that where possible, manual field measurements should be digitally geo-tagged, both for the
potential labour savings in data management, and to allow seamless integration of autonomous systems.
The maximum height clearance of the Ladybird was a limitation for the tallest crop (faba beans) encountered
in this study. Modifications to the Ladybird for increased height are not trivial, however, a taller variant
of the same basic system would be feasible. The modular hardware and software components could all be
adopted to a new taller frame, however, the ramifications on the broader system would have to be carefully
considered. These include adapting sensor fields of view and lens configurations, platform stability with
increased height and logistical considerations such as transportation to the field.

7.3.2

Trial Crops

Improvements to how the trial crops are prepared and managed are also possible, to prepare for autonomous
ground vehicle operation. Accurate GPS machinery was used in most cases to prepare the rows in this
trial, however, the equipment malfunctioned at the Pinery site and the decision was made to prepare the
rows without auto-steering. Although the Ladybird was able to handle non-straight rows well, greater
emphasis on the need for regularly spaced, straight rows could further streamline operations. Additionally,
if logged positional information could be downloaded from the GPS guided tractor, this would automatically
provide the map for Ladybird autonomy and data processing. If GPS guided machinery is unavailable or
cost prohibitive, an RTK/GPS data logger could be temporarily attached to the manually driven tractor,

to initialise non-straight maps. Other options could be explored to manage straight or non-straight maps,
including the use of satellite or aerial photography to map the field geometry, or the use of real-time visual
or lidar guided row following algorithms (English et al., 2014; Behfar et al., 2014; Reid and Searcy, 1987).
The latter would be an appropriate extension for the Ladybird system, though these methods necessarily
trade flexibility for reliability, given the dependence on exteroceptive perception (Underwood, 2009). On
balance, the simple in-field map generation process that was used in this study represented a good trade-off
between ease-of-use and reliability.
The potential to cause crop damage was presented in Section 3. Mechanical modifications such as tyre
shrouds (Andrade-Sanchez et al., 2014) may reduce the probability of crop damage when the crop grows
wide of the wheel tracks between rows. This was unavoidable when the crop grew wide at a lower height
than half the wheel radius and may continue to be unavoidable even with well designed wheel shrouds,
given the need for a minimal ground clearance. The potential for damage is significantly by the low mass
of the Ladybird (∼325 kg) and autonomous systems have greater potential for mass reduction than manned
platforms. Further investigation of the magnitude of damage and the effect on phenotype statistics would
be required if a significant proportion of the crop grows in this way.
Crop cuttings were removed from several trial plots to estimate bio-mass with a destructive sample as seen
in Fig. 10. In several cases, the cuttings were not taken at a fixed, regular distance from the ends of the plot.
This led to an increased plot labelling time, to compensate for the different geometry in each row. Similarly,
the start and end-points of all plots were assumed to be perpendicular to the dominant row direction,
but in some cases the alignment drifted subtly over tens of rows. This is evident in Fig. 14, where close
inspection reveals that the headland and inter-row access tracks are slightly off-perpendicular. Any further
misalignment would increase the labelling effort. The labelling time was still relatively short (15 minutes),
but as a general principle it is recommended to apply completely regular geometry to all aspects of the crop
to support autonomy of data acquisition and processing, where possible.

7.4

Autonomous Plant Science

This study examined the use of autonomy in the context of existing scientific phenotype trials and demonstrated that autonomy has significant potential to deliver repeatable, accurate measurements with reduced
labour. However, it is possible that even bigger advances may be achievable by redefining field measurement protocols to take greater advantage of autonomous field measurement, once the human factors of field
measurement are removed. For example, the current unit of measurement for the scientific objectives is
the single plot (of 10 m length in this study), many repetitions of which are required to achieve statistical
significance. To some extent this cannot change, given the influence of micro-climate on phenotype and that
the plots have to remain representative of commercial farms. However, with an autonomous system that is
capable of measuring details of individual plants in the field rather than whole plots, there are opportunities
to change the geometric layout and design of scientific trials, including variation down to the resolution of
individual plants. Coupled with the potential to autonomously plant seeds (of different varieties or genotype)
in precisely known georeferenced locations and then to autonomously micromanage their inputs throughout
the trial (water, nutrition, herbicides, etc., which has been demonstrated with Ladybird (Underwood et al.,
2015)) according to pre-specified scientific programs, there may be potential opportunities to achieve more
scientific outcomes per hectare, instead of focussing only on more hectares scanned per hour.
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Conclusions

This paper has evaluated the utility, efficiency and practicality of using an autonomous ground-based system
for acquiring and processing data for the purpose of phenotype assessment. The study has shown that an
existing general purpose agriculture research platform (the Ladybird) was highly amenable to this application. Two operators were able to obtain all of the data over a period of four days in August and three

days in September, operating at greater efficiency in terms of rate of coverage when compared to traditional
manual field work practices. Further efficiency gains were also achieved in terms of combining the digital
field maps for autonomy with the data processing pipeline, which allowed an efficient means to post-process
the data, to provide plant scientists with the relevant summary statistics relating to the crop. Furthermore,
the study shows that autonomous systems are capable of achieving highly repeatable measurements, which
strongly relate to the data produced from manual in-field measurements. Further avenues and recommendations for improvement have also been identified for the autonomous ground vehicle system, methods of field
preparation and the interface between the two, which will lead to additional efficiency gains in the future.
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